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I begin this chapter with a heads-up: I have tried to report the progression of fielding evaluation methods as they have advanced over time.  Specific methods have been revised repeatedly over the years as available data improved, and a lot of the material in this chapter is from online sources that are not always clear concerning when such revisions occurred.  Any further information about the history of fielding evaluation methods would be appreciated.

Fielding Average


Fielding is an area in which the general public is badly served by baseball announcers and the like who insist that prowess is well measured by what is incorrectly called “fielding percentage” but, remaining consistent throughout this book, I will call an average. Fielding average is the proportion of fielding plays a player successfully made divided by the number of fielding plays the official scorer thinks should be made, with the two relevant indices usually differing by balls on which the player got his glove but did not finish the play (referred to as “errors”) when the official scorer thinks he should have. Obviously, what counts as an error is in the eye of the beholding scorer. As part of a history of fielding evaluation, John Thorn and Pete Palmer (1984), in the Hidden Game of Baseball, presented a nice discussion of why this is a poor measure that I will lean on for my account here.  Back in the 1860s, before baseball gloves were in use, one in every four plays produced an error; in other words, the average fielding average was about .750.  By 1876, this had already improved to one in every six, or about .833. At that time, there was substantial variation in fielding averages among players. Based on a table John and Pete present, the best fielding average among shortstops that year was .932 and the worst .764, a difference of twenty percent. Twenty percent is analogous to a difference between batting averages of, for example .300 and .240, equivalent to what would readily be evaluated as distinctly differing performance levels. A hundred years later, in 1976, the best and worst were .986 and .950, which differ by less than four percent. A four percent difference is equivalent to batting averages of .249 and .240; both of which would be considered equally poor by any educated fan. The point is that an index to evaluate players has to clearly distinguish between them; fielding average fails to do so (see Siwoff et al., 1991, page 95, for an analogous discussion; and see Adams, 1982d, for a chart displaying the improvement in fielding average over the decades).  


Note that this treatment assumes that official scoring is trustworthy, but Craig Wright (Wright & House, 1989) presented some evidence showing that the difference among official scorers in their interpretation of what counts as an error is too great to trust the reliability of their decisions.  Craig also argued that errors are partly a function of baserunner speed (crediting Davis Jackson’s book The Last Word for this) and pitcher groundball versus flyball tendencies. Finally, Bill James, in an unnamed essay in his very first Baseball Abstract (1977, pages 40-48), made the point that in order to make an error, a fielder actually must do something right, getting to a location where he can put his glove on the ball, whereas someone with less range might not get there in the first place; yet the more competent first fielder is charged with something bad whereas the less competent second gets off scot-free. In addition, the concept of “error” does not distinguish between booted balls and bad throws, which are relevant to widely different skill sets. In short, fielding average is not a particularly useful index.

Range Factor


The year 1876 is important in this regard because, according to John and Pete, it is only one year after writer Al Wright proposed an index that he called Fielding Average, consisting of the number of putouts and assists made by a player, divided by the number of games he played. This index and, more importantly, the conception behind it were apparently forgotten for the next century.  It was resurrected by Bill James exactly a hundred years later, in an article in the March 1976 issue of Baseball Digest entitled “Big League Fielding Stats Do Make Sense” (available to subscribers only), and Bill began presenting them for each team’s regular at each position except pitcher and catcher in the first (1977) Baseball Abstract (pages 49-50).  Range Factor, as he called it, was a distinct improvement on present-day fielding average, as it encompasses not only a fielder’s surehandedness and throwing accuracy but also range, positioning, and arm strength.  For this reason, there can be differences of twenty percent or more in indices between the most and least competent fielder.  


A simple version of Range Factor identical to Wright’s measure shortchanges the weak-hitting infielder who is often pinch-hit for and thus loses innings in the field and thus opportunities to field balls. Although Bill at first attempted to defend Range Factor from this concern (1978 Baseball Abstract, pages 50-51), he eventually (2005, pages 282-284) proposed a more advanced version, which sums assists and putouts per inning, divides by innings in the field, and then multiplies by 9, providing a number that characterizes plays made per complete game.  However, other problems persist; among the most glaring:

1 – As Bill recognized from the beginning, almost all putouts by first basemen are made on throws from other fielders and so say nothing about their range, making the index next to useless for that position. It is also useless for catchers, as their assists say nothing about their fielding range.

2 – Pitching staffs differ in their tendency towards giving up ground balls versus flies, favoring either the infield or outfield in relation to the other.

3 – Pitching staffs differ the relative number of innings pitched by righties versus lefties. In 1981, righties only pitched 36.71 percent of the innings for the Yankees but 91.31 percent for the Reds. The more lefthanded a staff, the more righthanded the opposing batters, and as most batters pull the ball, this means more balls in play toward the left side of the field, biasing the measure toward fielders on that side. Based on 1980 and 1981 team data from the Official Baseball Guide’s for the following season, I (Pavitt, 1986a) determined that the correlations between assists and the proportion of righthanded-thrown innings those seasons was +.291 for second base, –.363 for shortstop, and –.539 for third base. This shows that the more righty innings, we assume the more lefty batters, resulting in more assists for second and fewer for short and third. Incidentally, the correlation for first base was small and in the wrong direction (–.118; more on this in the Infielding section below). Then, using regression analysis, I computed how many assists per game 1980 shortstops “should have had” given their team’s pitchers’ proportion of righthanded innings pitched and compared these estimates to their actual figure, demonstrating who seemed to be over- versus underperforming. I presented these data at the 1987 SABR convention, and interestingly enough, at that conference John Dewan offered work on fielding performance that presumed this bias and corrected for it. The next year (1987), I extended the analysis to 1984. The figures were now +.198 for first base (this time in the expected direction), +.326 for second base, –.283 for shortstop and –.541 for third base. Note that the problem is particularly severe for third base.  In contrast to infield grounders, although most line drives to the outfield are likewise pulled, most outfield flyouts are to the opposite field.


Incidentally, in Win Shares (2002), Bill James and Jim Henzler performed a quick and dirty study of the impact of pitching handedness on fielding.  They compared the 48 teams with the most left-handed innings with the 48 with the least for the 1946-1960 era and noted that the former had many more assists for third basemen but only a few more for shortstops, many fewer unassisted putouts for first basemen but only a few fewer assists for both first and second basemen.  

4 – Pitching staffs differ in their tendency towards strikeouts rather than outs on balls in play, which when high shortchanges all the fielders as a group (including the pitcher; see Clem Comly, 1983). Barry Mednick’s (1983) graph plotting team assists and strikeouts for (I assume) 1983 reveals a strong negative correlation. Tim Marcou (1984) compensated for the problem by presenting an index in which a fielder’s chances per game was divided by his team’s, the latter measured as

Total chances minus (team errors + team strikeouts)

A subsequent version (Marcou, 1986) also corrected for the incomplete game bias described above. In the 1987 study just mentioned, I also looked at this issue, and came up with –.265 for second, –.250 for short and –.284 for third, all in the right direction and sensibly almost the same. Again, first base was out of line for the American League (+.269) but in line (–.256) for the National. I also did the same sort of “should have had” regression analysis, this time for righty innings and pitcher strikeout tendencies combined. Later, Baumer, Galdi, and Sebastian (2009) calculated a correlation of .62 between shortstop Range Factor and pitching staff balls in play rate for the 2003-2008 interim.


In the same essay as their quick and dirty pitching handedness study, Bill and Jim examined the impact of high versus low strikeout pitching teams on fielding.  High strikeout teams have resulted in to catchers with far lower error averages (.012 vs .020) and fewer assists.  This implies fewer stolen base attempts.  I am not aware of any study relating pitcher strikeouts with opposition stolen base attempts and would think it anything it would be the opposite as it is easier to throw out a base stealer on a fast ball than a breaking pitch.  Bill had no explanation for this relationship and neither do I.  In addition, there was a drop of between 7 and 12 percent in plays for other positions, which does make sense.

5 – The range of a team’s fielders as a group can bias the evaluation of any one of them.  One could argue that the bias could occur in either direction.  On the negative side: Imagine a team with one really good fielder standing out from a set of poor ones. This team will give up more hits than the average team on balls that the average team will field.  Given that a team needs to get 27 outs to finish the typical game, all else being equal this means more opportunities for all of the team fielders.  As a consequence, the really good fielder will have more chances than he would have on an average fielding team just because of his teammates’ weakness, so his Range Factor will overstate his ability.  Analogously, a poor fielder on a good team will be shortchanged. If this were the case, then there would be a negative correlation in fielding indices between adjacent positions. 


On the positive side: for example, a really good shortstop who can make plays on balls in the 56 and 46 holes that others could not make means that the second baseman could shade more than usual toward the right side, and third basemen toward the left foul line, allowing them to make plays that they would otherwise be unable to in those directions. It turns out that available evidence, that neighboring infield positions are positively associated on at least one relevant fielding index, supports this argument (described later in this chapter).

6 – Putouts include both those made on batted balls, which seems to me in the spirit of what Range Factor was intended to measure, and those made on balls fielded by others, such as force plays, which seems to me irrelevant.  This is why I restricted my two studies to assists only and, in addition, argued that outputs should not be used in measuring fielding range. Not surprisingly, Bill James disagreed; more recent work implies that he realized that I was right. 

7 – Having said this, many assists are on relays from other fielders, both on double plays and throws from the outfield.  These also imply little about fielding range.

8 – Ballparks effects can be significant. The distance to the outfield wall will bias outfielder putouts; the deeper the fences, the more opportunity for catching a long fly. Foul territory has analogous impact; the further back the stands, the more opportunity for snagging foul pops.


Finally, Thorn and Palmer (1984) argued that an error costs the defensive team an average of .75 runs (.25 for the baserunner plus .50 for the failure to get the out) whereas a hit only costs the .25 for the baserunner; as a consequence, errors cannot be ignored.  This argument is easy to counter, as the same .75 argument can be made for any batted ball within a fielder’s range that is not successfully fielded.


Bill certainly came to agree with the value of correcting Range Factor for the first four biases; he discussed the first three in Win Shares (pages 111-112).  As mentioned before (1985 Abstract, pages 282-284), he corrected for the defensive innings along with the pitcher strikeout tendencies. Much later, in John Dewan’s Fielding Bible (2006a, pages 199-209), he added a correction for the ground ball/fly ball bias. The resulting Relative Range Factor measure sacrifices the simplicity of the original version without solving its other problems. Relative Range Factor for a given player on a given team is computed as follows, with this description written for the three primary infield positions and correcting some obvious goofs in Bill’s account:

Part 1 – Compute an expected assists measure

1 – Compute the percentage of league assists by infielders and pitchers that were credited to league players at the relevant position (Bill’s example was shortstops).

2 – Multiple the results of step 1 by the number of assists by the specific player’s team by infielders and pitchers.

3 – For shortstops and third basemen, add/subtract one expected assist to the results of step 2 for each 25 innings above/below league average pitched by the relevant team’s lefties.  For second basemen, do the same for righties.  As Bill just described his method for shortstops, I am guessing about the other positions, and my own research described above implies that the correction for third base should be greater.

4 – Multiply the results of step 3 by the innings played by the specific player.

5 – Divide the results of step 4 by the total innings played by the player’s team.

Part 2 – Compute an expected putouts measure

1 – Subtract strikeouts, putouts by outfielders, and assists for the relevant position from league putouts total.  For shortstops, also subtract assists by third basemen because force plays from third base to shortstop covering second are rare.

2 – Compute percentage of the results of step 1 recorded by league players at the relevant position.

3 – Repeat steps 1 and 2 for the relevant team.

4 – For shortstops and third basemen, subtract/add one expected putout to the results of step 3 for each 90 innings above/below league average pitched by the relevant team’s lefties.  For second basemen, do the same for righties.  Again, I am guessing and believe these numbers to be position specific.

5 – Compute an average estimated number of runners on first across the league, via

(Singles + Walks – Hit by pitches – Balks – Wild pitches – Passed Balls – Stolen Bases – Caught Stealing)

Divided by the number of teams in the league

6 – Do Step 5 for the relevant team

7 – For each 25 that the results of step 6 are above the results of step 5, add one expected putout

8 – Multiply the results of step 7 by innings played by the specific player.

9 – Divide the results of step 8 by total innings played by the relevant team.

Part 3 – Compute the player’s Relative Range Factor

1 – Sum the expected assists and putouts

2 – Sum the player’s assists and putouts

3 – Divide the player’s sum by the expected sum

4 – Multiply by the team’s Defensive Efficiency Record (see the Team Evaluation section toward the end of this chapter)

5 – Divide by the league’s Defensive Efficiency Record


In the Overall Evaluation chapter, I describe the method for evaluating fielding that was part of Bill’s Win Shares measure.

Zone Ratings Methods


James made one more significant contribution early on, although in a more indirect manner, when he began Project Scoresheet. Between 1984 and 1989, Project Scoresheet scorers were fans who volunteered to record every event that occurred during the games to which they were assigned (I was a proud Oriole and, later, Phillies scorer, working with TV broadcasts with the exception of one game that I scored at the ballpark). For the next couple of seasons, Project Scoresheet was overseen by Gary Gillette, who used trained coders seated in press boxes.  We worked with a scoresheet that required the inclusion of far more information than normal game scoring, such as ball-strike pitch sequence and the specific bases runners advanced to on subsequent hits. It also included a system in which the baseball field was divided into a series of zones labeled by the fielder or fielders who could be held responsible for fielding it. For example, there was a zone for balls hit at the shortstop, for the area between shortstop and third base within which both could possibly field balls, for the analogous area between shortstop and second and shortstop and the pitcher, and the like. For another example, there was a zone for short, medium, and long fly balls to left field in both fair and foul territory, along with analogous zones for the expanse between left and center. See page 8 below for the Project Scoresheet Hit Location Diagram. Also see Adler, 2006, pages 19-26 and https://www.oreilly.com/library/view/baseball-hacks/0596009429/ch01s04.html for scoring information, based on a method originated by Craig Wright.


What this allowed, for the very first time, was an analysis of the proportion of the number of successfully made plays against the number hit into the zones for which the player is responsible. The first attempt to do just this, Defensive Average, was created first independently and then, after becoming aware of one another’s efforts, jointly by Pete DeCoursey and Sherri Nichols (see Ben Lindbergh’s [2018] bio on Sherri for details). To the best of my knowledge, the most visible sources for information on Defensive Average was in a book called Baseball Sabermetric 1990, in which Pete presented detailed data (likely analyzed by Sherri) for every player during 1988, along with a summarized discussion of the concept in By The Numbers (1990a). Earlier work in this vein by Pete appeared in a little publication he edited called the Philadelphia Baseball File that was distributed to Phillies Project Scoresheet scorers, of which I was one. It is, however, important to keep in mind that Project Scoresheet volunteers were untrained and so used their intuition concerning which zones balls were hit into.  As such, these data cannot be presumed to be reliably coded.  Russell Carleton (2013k) estimated that the reliability for Project Scoresheet fielding data for ground balls reached a reliability figure of .7 at 290 grounders in the first basemen’s territory, 500 grounders for second base territory, 420 grounders for shortstop, and 400 for third base. For infield pops, the figures were 48,000 (!), 400, 320, and 3,240 respectively. For outfield flies, they were 370 for left fielders, 280 for center, and 210 for right. 
Hit Location Diagram


[image: image1]
While most Retrosheet game event files do not have them, hit location codes are included in some. The system, which is the same that was used by Project Scoresheet and the Baseball Workshop, appends the hit location to the description of the play. For example "S8/L8S" means a single played by the center fielder that was a line drive (L) landing in short center (8S). The play "7/F78D" is a fly ball caught by the left fielder in deep left center. The diagram below shows the hit location codes and contains additional examples. 


[image: image2]
[image: image3.jpg]Project Scoresheet Scoring System
Batted Ball Location Codes Diagram
Copyright 1889 Project Soarestieet Inc.

BATTED BALL LOCATION GODES cansist of the
batted ball TYPE plus LOCATION. Batted ball
type oodes are: G=Ground Ball, L=Line

Drive, P=Pap Fiy, F=Fly Ball. For bunts,

put a "B" before the appropriate oode

(9., 'BG" or "BF)
e b fuor

The LOCATION CODES used are as
followe:

OUTS - the sector where the batted ball is

felded. EXAMPLES: 69/GEM, 7/F7, 3/P3DF,
8188,

GROUND BALL HITS to the OUTFIELD - the sector

where the bal goes through the ifield (ie.,3, 34, 4, 4M,
6M,6,56 or 5). EXAMPLES: S7/G56, D/G3, S8/G4M.
GROUND BALL HITS to the INFIELD - the seotor where the
bated ball s fielded or stape rollng. EXAMPLES: S3/BG23, S6/GS6D.

Diagrarm s ta scale for a balpark 330"
down each foul ne and 405 to center
field,

The dimensions and shape of the outield
vary fram park to park. Outfield sectors
are approx. SU' deep

Dote indicate normal positioning of
fieldere.

UINE DRIVE, POP FLY OR FLY BALL HITS - the sector where the ball frst
drops (ot where it olk). EXAMPLES: S8/L58, S6/PS6D, D7/F7LD, TH/F8SXD.

HOME RUNS - the seciar where the bal leaves the field. EXAMPLES: HR/FTD,
HRIF&GXD. Soore inside-the-park Hs ike other bace hits (E.G. HPB/LEXD) =




John Dewan’s Methods


As I noted above, at the same SABR conference in which I presented my work on the extent to which pitching handedness biased assist per game measures, the then head of Project Scoresheet, John Dewan, presented work in which he assumed those biases and computed in detail fielding data free of that bias for a large sample of players. This interest probably inspired the Dewan-run STATS Inc. to present what they called Zone Ratings in their books.  Players were evaluated according to the proportion of ground balls hit into the “zones” for which they are responsible that they turn into outs, which were defined as the spaces in the vicinity of their usual positioning in which plays are made in batted balls at least 50 percent of the time.  Note the wording; no adjustments can be made for fielders’ actual physical location as those data was not available.  Outfielders were evaluated for all balls hit into their zones.  Bunts, infield flies, and ground balls traveling less than 69 feet for middle infielders and 59 feet for corner infielders were not included in the calculations.  There are zones between positions for which no specific position is responsible as plays are unlikely on most of the batted balls traveling there; plays made outside of those zone counted as both an opportunity and an out for all players.  In addition, players were given credit for an extra out when they started double plays.  This led to the possibility that players could have a Zone Rating of greater than one; and indeed this occurred on occasion. As Don Malcolm (1998) pointed out, as two infielders would then get credit for making one play, this practice results in double counting these batted balls.  As a result, the sum of a team’s fielders’ plays successfully made would then be greater than the actual number of outs on batted balls that the team achieved.  See Baumer, Galdi, and Sebastian (2009) for a technical mathematical explication. 


Piggybacking on Zone Rating, Doug Pappas (1994) suggested a Defensive Runs metric, in which 

Step 1 – The seasonal average of fielders at the same position is subtracted from that of a fielder in question, resulting in a relative measure with a mean of zero.

Step 2 – The result of step 1 is multiplied by the number of balls hit into the relevant fielder’s zone, thus providing a measure weighted by number of opportunities.

Step 3 – The result of step 2 is multiplied by a guesstimated value of the expected run values of unfielded chances in the player’s zone.  Perhaps influenced by Doug, John upgraded his measure into a Revised Zone Rating, which included a Defensive Runs Saved (DRS) index for each player which is likewise weighted by run expectancies.  These run in a range from about +20 to –20, which translates to above 2 games either won or lost based on the one fielder’s performance.  I do not know when they started, but certainly by 2003 STATS was also rating how hard batted balls were hit (hard, medium, and soft) along with their direction and distance.


The next page displays the STATS Zone Rating grid as of 2005 (https://www.baseballthinkfactory.org/szymborski/zrgrid.jpg)

[image: image4.jpg]




John Dewan sold STATS in 2000, took a hiatus from baseball, and returned with a new business called Baseball Info Solutions (BIS; now known as Sports Info Solutions) in 2002.  By the time he came out with the first version of The Fielding Bible (2006a), he was working with a new zone rating method that he called the Plus/Minus System. It included the following adjustments for details:

For first basemen, whether or not they are holding a base runner, and a Bases Saved adjustment given that hits near the foul line often go for doubles.

For second basemen and shortstops, if a runner on first has taken off for second and the pitch is hit, it is considered to be a hit-and-run play and the fielder covering second’s zone of fielding responsibility changes. 

For third basemen, the Bases Saved adjustment analogous to first base.

For outfielders, Bases Saved again due to extra base hits.

Finally, distinctions were made between soft, medium, and hard-hit flyballs and line drives.  See Baumer, Galdi, and Sebastian (2009) for a technical mathematical explication.


By 2009, the ever-ready-to-update John Dewan’s Baseball Info Solutions had replaced the Plus/Minus System with the Range and Positioning System (see http://fieldingbible.com/Fielding-Bible-FAQ.asp for details). Although coders still judged the type (bunts, grounders, flies, liners, and hits halfway between flies and liners known as “fliners”), the direction, distance, and speed of batted balls was by now being recorded more precisely than before (the example from the just-referenced website was a “groundball hit by right handed batters to Vector 206 (a line extending from home plate towards the hole between the normal shortstop and third base positions, 19 degrees off the third base foul line) with an average velocity between 65 and 75 miles per hour,” which is “converted into an out only 23 percent of the time”; quotations edited a bit by me. Given the number of bases gained on hits and the resulting run expectancy values, Range and Positioning Runs Saved values for fielders were presented in The Fielding Bible, Volume II (Dewan, 2009).  


Range and Positioning Runs were one component in their then-current version of Defensive Runs Saved, many of which are posted on FanGraphs (Slowinski, 2010).  At one time or another, these have included:
Pitcher Stolen Base Runs Saved, which, as in some later evaluation methods, such as Baseball Prospectus’s Deserved Run Average (see the Pitching Evaluation chapter), is based on both stolen base success rates and stolen base attempt frequencies.
HR Saving Catch Runs Saved (rHR) credits the outfielder 1.6 runs per robbed home run.
Outfielder Arm Runs Saved (rARM), which includes not only outfielder assists but also the frequency by which runners try for the extra base, as described in general in the Outfielders section later in this chapter. 
Bunt Runs Saved (rBU), relevant to corner infielders and treated the same way as any other infield fielding play. 
Double Play Runs Saved (rGDP), credits middle infielders for turning double plays as opposed to getting one out on the play, and calibrated against average for the position. 
Good Fielding Plays/Defensive Misplays Runs Saved for all fielders. A Defensive Misplay in their words “is recorded when a fielder does something identifiably wrong AND an opposing batter reaches base or takes an extra base as a result.”  A Good Fielding Play occurs “when a fielder does something to prevent an advancement or record an out that we wouldn't typically expect from a fielder at the position. It is a play that is made when, had the play not been made, no one would have faulted the fielder for not making it.”


Catchers are not evaluated by Range & Positioning Runs Saved, but rather by:
Catcher Adjusted Earned Runs Saved, adjusted for pitcher quality. 
Strike Zone Runs Saved; see the Rosales and Spratt method described in the Catcher section below.
Stolen Base Runs Saved (rSB, for catchers and pitchers) measures two things: the pitcher’s contributions to controlling the running game, and gives the catcher credit for throwing out runners and preventing them from attempting steals in the first place.

Starting in 2010 and by the time of The Fielding Bible, Volume III (2012), left- versus righthanded batters faced were distinguished in the Range and Positioning computations. By the late 2010s, it became clear that the huge increase in infield shifting was badly skewing players’ assigned zones of responsibility, given that for example third basemen were given credit for plays made in right field, leading to unrealistic Defensive Runs Saved numbers.  As a consequence, in early 2020, what was by now Sports Info Solutions replaced the Positioning and Range System for infielders with Positioning, Air balls, Range, and Throwing, or the PART System, which Fangraphs lists as rPM.  As described by Brian Reiff (2020), the responsibility for Positioning was changed from the player to the team, resulting in its removal from specific infielder evaluation but retention on the team level by crediting the team with a given number of Infield Positioning Runs relevant to all infield plays whether or not a shift occurred, with a Shift Runs Saved metric one component of it.  Also, multiple fielders may be evaluated on plays with shifts such that one infielder who is positioned relatively shallow can be debited for not making plays that are successfully made by another infielder behind him.  The rest of the system (ART) includes three parts: Range, which describes whether or not an infielder gets to a batted ball; Throwing, which more broadly than just that also includes misplays of balls the infielder gets to and the result of plays in which the infielder decides not to throw, including putouts on force plays; and Air, measuring performance on bloops and popups. Each of these has a Runs Saved index allowing for examination of individual infielder skills.  In summary, Brian included the following “formula” showing the relationship between the old and new indices:

Range & Positioning Runs Saved – Non-Shift Positioning Runs Saved + Shift ART Runs Saved = PART Runs Saved


According to Andrew Kyne (2019), DRS expected out rates for outfielders were by that time based on batted ball distance, direction and hang timer, and outfielder positioning.  “Out of reach” balls hitting fences, or Wall Balls (his example, high off Green Monster) were not included, only those considered in reach.  BIS, in contrast, was using fence distance at every spot in the ballpark as part of measurement.  Based on 2016-2018 data, as plays were further from the wall, out rate went up in a negatively accelerating curve; about 13 percent at the wall, 24 percent one foot from it, 36 percent two feet from it, 52 percent at three feet, 60 percent at four feet, almost 70 percent at five feet, reaching 80 percent about 15 feet from it, and barely going up after that.  It turned out that plays three feet or less were being shortchanged using the old probability figures, which led to revisions to their index.

Ultimate Zone Rating


Several other zone-based rating systems have been influential.  The most important of these has been Mitchel Lichtman’s Ultimate Zone Rating (UZR). Mitchel supplied us with a very detailed essay (2010) on its workings that I will described in some detail, partly because several other fielding evaluation systems, including DRS, are based on analogous although not identical methods. Relying originally on STATS-provided fielding data but soon switching to BIS, UZR works by computing the proportion of balls in a given zone that those who played at a particular position successfully field in a given year (for example, the number of balls in the 46 zone that at least some second basemen can get to), then determines the proportion of balls in that zone that a given player fields in that year, and compares the two to see how many more or fewer that player made than the all-player proportion.  The difference between overall and specific-player proportions can be turned into a runs-scored metric by multiplying it by the expected number of runs resulting from a hit in that zone. 


So, to use Mitchel’s example, consider a flyball is hit into an area in the left-center gap in which plays are only made by an outfielder 25 percent of the time; 15 percent by the center fielder and 10 percent by the left fielder. The center fielder makes the play, and gets all of the credit for doing so, .75 worth (1 – .25).  That’s a lot of credit, as it should be, as the play is relatively difficult; if the play were made 90 percent of the time, then it is an easy play that should provide little reward (1 – .90 = .10). As outfield hits are given a run expectancy of .56 and batted ball outs of –.27, the play is worth the difference between the two (.83), and the center fielder gets credit for the multiplicative product (+.6225) of the out credit and run value. 


Even though left fielders make the play on that type of batted ball 10 percent of the time, the left fielder in this instance is given neither credit nor blame for the play.  If he were to get blame for not making it, we would run into the “ball-hogging” problem, in which fielders would be penalized for not making plays in their area that they could make if the ball-hog would let them. But if the ball falls for a hit, then LF and CF must share the blame. As noted, CF’s make the play 15 percent and LF’s 10 percent of the time, so the center fielder gets 60 and left fielder 40 percent of that blame. But the blame is small as the play is only made 25 percent of the time, so the center fielder is debited .6 times .25, or .15, and the left fielder .4 times .25, or .1. With a run value of .83, that means a run loss of –.123 runs for the center fielder and .083 for the left fielder.


Batted ball types are judged fairly simply: ground balls, bunts, outfield line drives, and outfield flies; and soft, medium, and hard hit.  Regarding the latter, in 2017 Mitchel replaced the simple hit type typology with specific hit timer data, resulting in more precise computations (Appleman, 2017). As they all influence the odds of making a play, there are adjustments for base-out situation, batter handedness, speed, and power. The base-out situation affects whether first basemen hold a baserunner, third basemen hug the line, or middle infielders are at “double play depth.”  Batter handedness impacts left-to-right shifting. Batter speed is associated with infielder depth.  Batter power changes outfielder depth. The following types of situations are ignored; infield shifts (which has become an issue given all of the shifting now occurring), outfield flies judged to be uncatchable wall balls, infield liners (which involve luck more than skill to field) and popups less than 180 feet from home (considered automatic outs not relevant to skill and subject to ball-hogging).  Ballpark adjustments are made for altitude and average infield speed, and a shallow/deep zone distinction which can affect the area outfielders have to make plays (his examples; Boston’s Green Monster and Houston’s short left field porch cut down catch rate).  Given that infield pops are ignored, no adjustment for foul ground size is needed.  Other sources have mentioned pitcher flyball/groundball rate as an adjustment, but Mitchel did not include it. These procedures result in what have been called Range Runs (RngR) on FanGraphs (Slowinski, 2010b).  


In addition to Range Runs, Mitchel distinguished three other measurable facets of fielding. Errors are treated analogously to other batted balls, by comparing a specific player’s error rate in that zone with the positional average and transforming the result into runs scored or given up relative to league average for the year; FanGraphs has referred to these as Error Runs (ErrR). The number of double plays turned per double play opportunity above or below average, given the speed and direction of the ball, are deemed Double-Play Runs (DPR). Outfield Arm Runs (ARM) ratings are based on speed and location of batted balls, how often baserunners do, choose not to, and are thrown out attempting to take extra bases, adjusted for ballpark given the dimensional differences among them.

Last, all of these zone-specific runs-scored numbers are summed to provide a total for each player. These tend to range from about +20 to –20. FanGraphs has also posted a version scaled to a 150-game season (UZR-150).  See Baumer, Galdi, and Sebastian (2009) for a technical mathematical explication.


Comparisons between the Dewan methods and UZR were inevitable.  According to Ben Jedlovec, a BIS analyst, in a post on Tom Tango’s website (http://www.insidethebook.com/ee/index.php/site/comments/john_dewan_and_research_assistant_speak/#30), UZR as compared to Plus/Minus at least at that time used in his words “larger and less precise zones” for both batted ball locations and for ballpark adjustments, and was less extreme in its run expectancy estimates both positive and negative. In addition, UZR included several adjustments that Plus/Minus method didn’t. In subsequent discussion, Mitchel Lichtman responded that if that were the case that UZR used “larger and less precise zones”, then the Plus/Minus zones are more likely to run into reliability issues due to small sample sizes.  In addition, when computing play difficulties, Plus/Minus used a one-year rolling average whereas UZR employs six years of data.  As a consequence, Plus/Minus evaluations should be more precise but less reliable than UZR’s, a tradeoff noted by Tom Tango. Michael Humphreys (2007) claimed that the small size of the zones in Plus/Minus made it impossible for him to get any meaningful variation in outfield performance.


In any case, the two are highly correlated, with David Appleman (2010) computing an overall correlation of .785 for all players with at least 500 innings in a season from 2003 to 2009, and J. T. Jordan (2010) offering the following data for 2003 through 2009 for range measures for players with at least 900 innings:

	Position
	Correlation
	Average Difference
	Position
	Correlation
	Average Difference

	1B
	.796
	3.51
	LF
	.831
	4.53

	2B
	.802
	4.73
	CF
	.735
	5.48

	3B
	.877
	4.32
	RF
	.820
	4.58

	SS
	.754
	5.82
	
	
	


By then, both had double play ratings for the middle infielders and arm ratings for outfielders:

	Position (DP)
	Correlation
	Average Difference
	Position (Arm)
	Correlation
	Average Difference

	2B
	.584
	0.63
	LF
	.700
	0.76

	SS
	.774
	0.41
	CF
	.742
	0.86

	
	
	
	RF
	.761
	0.86


with David surprised by the low relationship for second base. Consistently, Dave Studeman (2007) found that the Plus/Minus System correlated with UZR at about .7 when taking all of the RZR variables into account, and Piette and Jensen (2012) calculated it at .78.  Independently of DRS, Mitchel claimed a year-to-year correlation of .5, but Colin Wyers (2009a) computed year-to-year correlations of only .36 for infielders and .26 for outfielders from 2002 to 2008.

Whereas FanGraphs uses DRS in their computation of fWAR (see the Overall Evaluation chapter), Baseball Reference’s bWAR was based on UZR, and variation in specific player WAR estimates between fWAR and bWAR are largely due to differences between DRS and UZR.
Probabilistic Model of Range


David Pinto (2003) proposed a method called the Probabilistic Model of Range (PMR) that cuts the field into eighteen five-degree wide “pie-slices” centered on home plate rather than zones.  At least at the beginning, David used STATS data on batted ball type, direction and speed (fast, medium, soft) to compute overall probabilities of batted balls being fielded by any fielder given various combinations of those three factors (note that distance is not included, which is why “pie-slices” differs from zones.  This allowed for the number of batted balls successfully fielded by a team to be compared with the number expected to be fielded based on those overall probabilities. The best teams (I assume in 2003, he did not specifically state it) fielded about 2 percent more than expected, while the worst fielded about 2½ percent worse.  Based on 2003-2005 data, Michael Humphreys calculated a correlation of .6 for outfielder data between UZR and PMR both simplified so that only components that were part of both methods was included.  Baumer, Galdi, and Sebastian (2009) provided a technical mathematical explication for PMR, and based on 2004-2007 data presented the following results comparing PMR with UZR:

	Position
	PMR  sd
	UZR sd
	Correl.
	Position
	PMR  sd
	UZR sd
	Correl.

	1B
	28.5
	14.5
	.635
	LF
	15.0
	13.1
	.668

	2B
	38.3
	24.8
	.709
	CF
	17.0
	15.1
	,614

	3B
	36.4
	24.7
	.706
	RF
	15.7
	15.4
	.569

	SS
	34.9
	22.4
	.637
	Total
	26.2
	18.3
	.650


UZR has noticeably less spread in fielding scores, which the authors attribute to the ball-hogging correction.  They are also relatively highly correlated.

Spatial Aggregate Fielding Evaluation


Jensen, Shirley and Wyner (2007) reported on an even more sophisticated one called Spatial Aggregate Fielding Evaluation (SAFE) that, using Baseball Info Solutions (BIS) 2002-2005 data, divided the field into smaller segments than previous efforts and then used a continuous statistical method to estimate both the overall league and specific player performance at given positions.  One interesting aspect of the Jensen et al. work is the attempt to compute for individual players smooth curves representing the expected probability of making a play for balls hit at a given velocity and located at a given distance from the player’s normal positioning.  They also knew to distinguish between plays in which fielders would have to move in versus move back to get to the ball, as they can move further in the same amount of time for the former compared to the latter. This in effect would provide a rough measure of the player’s actual fielding skill, with variations from that curve representing random performance variation from that skill level.  See Baumer, Galdi, and Sebastian (2009) for a technical mathematical explication. 


Jensen et al. presented a table listing the correlations between SAFE and UZR for each fielding position during 2002, 2003, and 2004 separately.  They vary widely from year to year and across positions, but that is no surprise as (something Tom Tango has been very vocal about) one year of fielding data is not enough for such correlations to stabilize enough to be trusted. Having said that, those for infielders (excluding first base) are far lower than those for outfielders, with the former never higher than .460 and the latter above that in six of nine cases. Michael Humphreys (2011), using three years of data (2003-2005), computed an overall correlation between them of .65 for outfielders, .81 for middle infielders, and .65 for third basemen.  Analogously, a table of year-to-year correlations for each is disappointingly low, even including a couple close to 0, but again as they used only one two-year comparison (2002-2003), the findings are not trustworthy.



Piette and Jensen (2012) piggybacked on the Jensen et al. model with several proposals allowing for estimation of over-time trajectories for individual player’s fielding performance. Using 2002-2007 BIS data for model estimation and testing against 2008 data, the best performing of these proposals allowed for shrinkage toward average performance at a given position and age (e.g., the average 26-year-old shortstop), in so doing ironing out random performance fluctuation. Peak performance was at age 28, consistently with peak batting, but it did not fall off much over time; the authors feel the absence of fall-off is an artifact due to movement down James’s Defensive Spectrum (see the Strategy Chapter on this concept).  Interestingly, the variation in performance across players pretty much reflected the Defensive Spectrum; greatest at shortstop and second base, least at first base, with the exception that third base was second least rather than before the outfield corners.  The authors claimed a correlation of .55 with UZR and .64 with Plus/Minus.  Baumer, Galdi, and Sebastian (2009) presented the following year-to-year correlations for PMR, UZR, and SAFE, based on 2004-2007 for the first two and 2002-2005 for the third:

	Position
	PMR
	UZR
	SAFE
	Position
	PMR
	UZR
	SAFE

	1B
	.429
	.222
	.287
	LF
	.343
	.568
	.594

	2B
	.431
	.546
	.051
	CF
	.359
	.595
	.525

	3B
	.327
	.41 0
	.503
	RF
	.113
	.326
	.444

	SS
	.453
	.438
	–.030
	Total
	.351
	.444
	.372


As the authors noted, UZR provides the most consistent ratings from year to year overall, although SAFE matches it for outfielders. 


Other zone rating methods exist. Tom Tippett (n.d.)’s Diamond Mind is a business that sells a very good baseball simulation game, and Tom used the term when referencing a zone-based fielding metric.  
Early in his career, Russell Carleton had a method that he called Outs Per Attempt Above Average (OPA!) that I believe was zone-based, but I have yet not been able to find out anything else about it.  Chris Dial’s Runs Effectively Defended (RED), which uses STATS data to in effect recreate Pete DeCoursey and Sherri Nichols’ original Defensive Average, is mentioned in a number of online sources, but I have been unable to find anything else about it. Finally, Komo and Yamamoto (2015) presented a mathematical method for estimating a diagram of fielding range based on play-by-play data, which draws an ellipse within a two-dimensional representation of a baseball field around the 90 percent of a given fielder’s success plays closest to the “mean” batted ball location for that fielder.


In summary; systems based on some form of zone rating solve most of the problems listed earlier plaguing Range Factor.  Nonetheless, the differences among zone rating systems makes it plain that, despite their advantages over earlier methods, they are far from ideal fielding metrics. Two of the problems with Range Factor that are still relevant for zone rating methods are the possible bias in one fielder’s measures based on adjacent fielders, and ballpark effects that result in different-sized areas for fielders to cover.  In addition, the height of press boxes caused variation in coder judgments concerning whether batted balls to the outfield were flies or liners. Colin Wyers (2009b), using Retrosheet data from 2005 to 2009 for visiting teams excluding pitcher at bats, noted a correlation of .16 between press box height and line drive rate (I think as a proportion of liners plus flies), and jumps to .38 with the exclusion of the five most extreme parks in either direction, in which coders acted as if they were compensating for the problem.  As the difference in overall odds of making plays on each are so great, the resulting ratings for outfielders were probably significantly affected.  Further, Greg Rybarczyk (McSurley & Rybarczyk, 2011) made the point that the size of the zones in the Project Scoresheet location diagram vary significantly in size, such that a play made by a pitcher toward an edge of relatively tiny zone 1 and by a center fielder at an edge of relatively large zone 8D would give the fielders equivalent credit despite the much farther distance that the center fielder would have had to travel. He thought this misleading. In a critique of zone rating systems that is largely irrelevant, Don Malcolm (1998a) made the important point that the original Defensive Average and Zone Rating assumed that all plays within a zone, no matter how defined, are equally hard to make. This assumption is false, because the harder the ball is hit and the further the fielder has to run to get to the ball, the more difficult making the play is. Note that this critique (and to an extent Greg’s also) are less valid with some of the later zone rating methods.


In response to this problem, Don conducted what he called “the FAD (Force and Distance) experiment,” with those letters serving both as his (incorrect) belief that zone ratings were a temporary craze and as acronyms for two factors that he thought missing; the force at which the ball was batted and the distance that the fielder had to go to field it. He concocted two rating scales, one for Force with nine possible levels and one for Distance with six possible levels in two dimensions; in and out, and left and right. After testing, training and practice, two coders judged Force and Distance for infield plays at “more than” (Don’s description) forty games in Oakland, San Francisco, Los Angeles, and San Diego. Here are the reported findings for Distance with relevant labels; 0 means no fielder movement needed whereas 3 is defined as locations where “no one could legitimately [be] expected to make a play on the ball”:

	Level
	0
	1
	1.5
	2
	2.5
	3

	Percentage of Batted Balls
	40
	32
	14
	6
	4
	4

	Percentage of Outs Made
	94
	70
	61
	40
	19
	0


Here are the percentages of batted balls at different Force levels, with 1 softest and 5 hardest:
	1
	1.5
	2
	2.5
	3
	3.5
	4
	4.5
	5

	1
	2
	11
	16
	29
	23
	13
	2
	1


Don did not include a table of percentage of outs made, but did say that a breakpoint occurred between 3 (88 percent of plays made, but more importantly 91 percent of plays made for Forces of 3 or less) and 3.5 (61 percent of plays made, and 48 percent of plays made for Forces 3.5 or more). Finally, the two interacted such that greater Force means a smaller percentage of plays were made at the same Distance, with a breakpoint between 3.5 and 4:

	
	Distance

	Force
	0
	>0
	1-2
	>2

	3.5
	93
	29
	57
	9

	4
	100
	18
	26
	0


Although he gave no clue to how to turn all of this into an overall evaluation index, Don was absolutely correct in stating that we would need these sorts of data to improve on then-current zone rating systems. He admitted both that the difficulty of making reliable measurement for Force and Distance was greater than that for zone ratings alone and the limits due to small sample sizes, such that “a large-scale study of this is an exceptionally difficult task, as organizations such as STATS and the Baseball Workshop would need to add significant resources in order to successfully accomplish such data-gathering.” Little did any of us know at the time that the largest relevant organization itself, Major League Baseball, would provide the data that allowed us to do just that.

FIELDf/x-Based Methods

True Defensive Range


I believe that FIELDf/x became available beginning in 2011 as a complement to PITCHf/x and HITf/x (see McSurley and Rybarczyk, 2011).  Perhaps the first method taking advantage of the data it provided, True Defensive Range (TDR), was proposed by Greg Rybarcyzk.  Statistically, it has as much in common with zone rating systems as with true FIELDf/x-based methods, and can be seen as a transition between the two.  Play difficulty is determined by the proportion of balls hit to a given location and arriving in a given amount of time that are successfully fielded. As with all currently-accepted fielding evaluation methods, the lower the proportion, the harder the play is to make, the greater credit is given to a fielder who makes the play, and the lower the penalty assigned to a fielder who fails to make a play. Locations are also distinguished according to the proportion of hits that end up as singles, doubles, and triples, which along with the proportion of hits versus outs allows for the assignment of a run value figure for both hits and outs at that location.

TDR used the same basic computational method as UZR and other zone rating systems. Greg provided the following simple example: Suppose all balls hit to a given location are either outs (run value in whatever estimation system Greg used equals –.30) or singles (run value of +.47). The difference between a hit and an out at that location is thus .77.  Hits occur at that location 71 percent of the time and outs only 29 percent; in other words, it is a fairly difficult location for play making. If a batted ball becomes a single, we multiply .77 by .29, which means .22 is subtracted from the relevant fielder’s total TDR.  If it becomes an out, then we multiply .77 by .71, which means .55 added to the fielder’s total. Note that there is more credit for an out than penalty for a hit; this is because the ball was hit in a location in which outs are relatively scarce. If instead outs occurred at 71 percent and hits 29 percent, in other words a spot where playmaking is relatively easy, then .22 is added for the out and .55 subtracted for the hit. Although Greg did not discuss it, I assume that for batted balls landing safely in locations that are not necessarily singles, the probability of doubles and triples along with singles each weighted by their run expectancy would be employed.  Also, according to Ben Jedlovec, Greg did not distinguish between situations in which the outfielders had to move in versus back, as they can cover more ground in the same amount of time moving in.
Outs Above Average


FIELDf/x was succeeded by Statcast in 2015, which allowed for precise measurement of fielder location and reaction time on batted balls, batted ball location and speed of arrival, and length of time baserunners took to travel between bases; the next page displays its zone chart zones, which insisted in being copied both upside down and backwards.  In an excellent essay, Tom Tango (n.d.4) described the general strategy that underlies how “true” FIELDf/x/Statcast methods can apply the data these provide. Tom defined the “Opportunity Distance” as how far a fielder must travel to field the ball and the “Opportunity Time” as how long the fielder has to get to that location.  The greater the Opportunity Distance, in other words the further the ball is hit from the fielder’s location and the harder that it is hit, the less the Opportunity Time, as the faster the player must react and move to get to it.  The “Intercept Point” is where batted ball and fielder meet if the play is made; if not, it is the point where the location of the batted ball and the starting position of the fielder are equally distant from home plate.  


Knowing the Intercept Point on a groundball to the infield (for now, not including first base) allows a computation of the distance from it to first base and so the amount of time an average throw will take to get there.  The average time for the batter to get from home to first is another known quantity.  Knowing the variation in those times (stronger versus weaker throwing arms; faster and slower batters) allows for the computation of probabilities that the out will be made at first versus the hitter beating the throw. Comparing overall probabilities to specific fielder performance allows for the evaluation of the individual fielder.


Turning to the outfield, if a fly ball is hit to a location that is close to the outfielder (far from the outfielder) and gets there relatively slowly (quickly), then unless muffed it is sure to be a flyout (hit).  Tom reported that one or the other occurs on 96 percent of outfield flies, leaving only 4 percent that are far enough from the outfielder and arrive quickly enough to make the hit versus out result a probability rather than a certainty.  So, for an example that Tom provided, in 2019 72 fly balls were hit that required an outfielder to cover 80 feet in 5 seconds; the play was successfully made 55 times, a catch rate of 76.4 percent. This 4 percent area is where the skill level of outfielders comes into play. Tom contrasted four well-performing right fielders (Adam Eaton, Jason Heyward, Mookie Betts, and Peter Bourjos) with four poorly-executing ones (Matt Kemp, J. D. Martinez, Mark Trumbo, and Domingo Santana); including plays made by both them and other outfielders, the batting average on balls hit in the 4 percent territory in some unnamed time interval was .284 for the former set and .485 for the latter.  The resulting Catch-Probability Distance-Time Model for outfielders allows for the computation of overall outfielder probabilities for different distance/time combinations, with allowances given for outfielders having to turn and run back and for balls hit near the wall. [image: image5.emf]

The Distance/Time Intercept Model for infielders follows conceptually; in detail, it includes components for the probability of the infielder arriving at the Intercept Point, the probability of the infielder retrieving the ball cleanly (which depends on the type of ball hit; think easy roller versus sharp liner), and the probability of the throw beating the batter running to first.  The three probabilities multiplied together provide the odds of the play being successfully made.  The essay did not mention, but in an email Tom confirmed that for grounders hit to first basemen, amount of time running from Intercept Point to first base substitutes for the third (throwing) component unless the first baseman flips to a covering pitcher at the bag. (I assume that this is true for any play in which an infielder runs to a base rather than throws.)  At the end of the essay, the problem of first basemen unfairly penalized on grounders in which the pitcher fails to cover is mentioned as a future upgrade, along with including the second out in a double play.


The advent of shifting complicates the picture, as comparisons are made not between positions (in which case, using Tom’s example, Matt Chapman standing at the shortstop position would be compared to other third basemen, which is misleading) but rather to “roles” (a fielder no matter his position playing at a specific slice of the field, in which case Matt Chapman standing in a particular slice within the “shortstop” part of the field is compared with other fielders in that slice).  As Mike Provenzano (2020) pointed out, this allows for comparisons of performance among various roles that fielders can have, such as someone being above average when playing at the third base position and below average when at the shortstop position. In addition, when totaling across positions, this can result in markedly different evaluations than standard zone rating systems such as UZR or DRS would imply with the same play-by-play recordings.  A diagram of the slices, which I decided to include here even though I could not figure out how to not cut-and-paste it backwards and upside-down, is on page 20 of Tom’s essay.


The resulting evaluation metric for a fielder, Outs Above Average (OAA), is calculated as follows:

1 – If the play is an out, the fielder is credited with 100 percent minus the probability predicted by the appropriate model for the relevant distance/time Intercept Point. In Tom’s example, if the prediction is that the play is made 60 percent of the time, then the fielder is credited with +.40 outs.  This implies that the harder the play, the lower the prediction, so the larger the difference and subsequent credit to the fielder.

2 – If the play is a hit, the fielder is charged with the difference between 0 percent and the predicted probability, more simply with the predicted probability. In the last example, a hit gives the fielder –.60 outs.  Analogously with earlier, the harder the play, the lower the prediction, so the smaller the difference and subsequent debit to the fielder.

3 – OAA is the sum of these credits and debits over a period of time, usually a season or career.  In a given year, the range is from about +20 for the best outfielders to –20 for the worst.  As mentioned at http://m.mlb.com/glossary/statcast/outs-above-average, the MLB website includes the following indices for individual outfielders:
Expected Catch Percentage, the proportion of plays the average outfielder would be expected to make if his opportunities were of equal difficulty to those for the outfielder in question, which allows for an examination of whether the outfielder in question tended to get easy or difficult opportunities in a given season,
Actual Catch Percentage, which can then be compared to Expected Catch Percentage to see if the outfielder is making more or fewer plays than he “should have” given opportunity difficulty, and 
Catch Percentage Added, the difference between the previous two, which allows comparison between outfielders based on whether they are catching more or fewer than they “ought” to be.

These are referred to as Estimated Success Rate, Success Rate, and Success Rate Added at https://baseballsavant.mlb.com/leaderboard/outs_above_average, the source for specific player performance from (as I write this in 2020) 2017 until the present.


A version for infielders came online in 2019 and is described by Mike Petriello (2020). In 2019, the range of the index was about +20 to –15. Tom’s essay presumes that infielder throws on ground balls are all to first base; Mike’s makes the point that by then the third component of the model has become relevant to whatever base the infielder throws to. I do not know whether the other upgrades Tom mentioned had been implemented at that point.


Starting in 2019, Statcast made outfielder Jump figures available.  Jump was defined by Mike Petriello (2019) as the number of feet an outfielder can cover in the correct direction in the first three seconds after pitch release, compared to average.  It can be decomposed into Reaction (feet covered in the first 1½ seconds), Burst (feet covered in the second 1½ seconds), and Route (feet covered in any direction compared to feet that should be covered in the correct direction over the whole 3 seconds).  Based on 2019 performance, the general range appears to be from close to +2 to –3½ feet, with outliers of +3.8 (the great Kevin Kiermaier) and –4.9 (the not-great Melky Cabrera).


Again, comparisons across methods was inevitable. For example, OAA and UZR are not directly comparable, as OAA does not make positional adjustments whereas UZR does.  As noted by Craig Edwards (2018) this means that, for example, if a right or leftfielder’s OAA is on par with those of center fielders, he probably would be a competent center fielder; a similar contrast cannot be made with UZR.  On the other hand, this means that the mean for positions will not be zero, but will be higher than that for positions getting more opportunities and lower than that for those getting fewer. The implication is that a center fielder would get a higher OAA than a right fielder who actually performed equally well given each position’s responsibilities.  In any case, an anonymous Reddit contributor at https://www.reddit.com/r/baseball/comments/7mv5vt/ocstatcasts_catch_probability_is_a_much_better/, using only outfielders with 250 innings and 50 opportunities both seasons, calculated OAA correlations across 2016 and 2017 of .78 for left field, .64 for center field, and .77 for right field, against respective RngR correlations of only .69, .33, and .43. Mitchel Lichtman, not surprisingly, disputed those figures. Craig Edwards (2018), based on at least 600 innings and 150 chances, calculated 2016-2017 correlations of .68 for OAA, .65 for DRS, .45 for RngR without the positional adjustment, but .68 for the latter with it, making the three virtually indistinguishable.  The anonymous poster also claimed that a regression analysis showed an OAA-to-UZR relationship of 1 to .83.  If we believe that OAA is more accurate than UZR, than it follows that fWAR (which uses UZR to represent fielding; see the Overall Evaluation chapter) is underestimating its fielding component by about one-sixth.

Launch-Adjusted Runs Saved


Rob Arthur (2017) proposed Launch-Adjusted Runs Saved (LARS), a regression-based method using exit velocity and vertical and horizontal launch angle, along with ballpark, batter handedness, fielding team, and, most importantly, individual fielder, as predictors of whether a batted ball becomes a hit (and, I assume, an error) or out.  Using only 2016 data, he claimed the model’s prediction accuracy to be 92.35 percent, 90 percent of which was accounted for by launch angle alone.  Rob also reported a .52 correlation with a rate version of UZR, UZR-150, and that evaluations for the two halves of 2016 correlated at .26. As I write this in 2020, it appears that LARS has not gained any traction in sabermetric circles, having been swamped by OAA.  Rob noted that future improvements would come from data including spin rate and wind conditions, as the movement of a batted ball after being hit also affect its final location.


Although a significant upgrade from human coding, data gathering through Statcast is still a work in progress.  As Rob Arthur noted in 2016, at least up to that time it was missing more than 10 percent of batted balls, particularly, those with particularly high (popups) or low (choppers) trajectories.  Specifically, about half of popups were being lost, and at least 15 percent of ground balls; fly balls and line drives were absent less than 5 percent of the time. In addition, extremely high and low velocities can be inaccurately recorded, and impossible distances are occasionally logged.  Missing data were far more prevalent at some ballparks (21.7 at Arizona’s Chase Field) than others (only 7 percent at New Yorks’ Citi Field and Cleveland’s Progressive Field). For one thing, this results in accuracy differences among batters depending on their characteristic type of batted ball (Joey Votto, who basically never pops up, was only missing 5.3 percent of the time, while then-ground ball-heavy Scooter Gannett lacked more than 19 percent). For another, grounders and popups have lower exit velocities than liners and flies. This means that the reported average exit velocity in particular for extreme fly ball hitters, who will end up with a lot of popups, will be determined by hit types (flies and liners) with proportions of occurrence in the data set higher than what actually occurred.  The result is a biased average that overestimates “reality” according to the degree of missing data. As a consequence, although judgments from human coders is inserted into the data base to replace the missing or absurd entries, statistical estimation (“imputation”) of the missing data is a statistically sounder way to overcome this bias; Rob’s example was replacing a missing line drive single by the average exit velocity of line drive singles.  The six batters with the highest average exit velocity on batted balls over some unspecified period of time (probably all of 2015 and 2016 up to late August); Nelson Cruz, tracked at 95.5 mph; Giancarlo Stanton, 95.2 mph; Matt Holliday, 94.8 mph; Mark Trumbo, 94.7 mph; Eric Hosmer, 94.3 mph; Pedro Alvarez, 94.2 mph).  All six had these figures decreased by at least 1.4 mph after imputation; Hosmer had the largest decrease (2 mph), dropping him to 13th place.  In contrast, a few batters with unusually low average exit velocities saw them increase after imputation; Billy Burns went up .39 mph, although he remained in last place among included batters.  Incidentally, data with exit velocities imputed correlated slightly better with wOBA (.43) than data without it (.41).
Methods using Traditional Indices


Although the advantages zone factor and, in turn, FIELDf/x based evaluation have are obvious, several methods based on traditional indices (total chances, putouts, assists, double plays, errors) are well worthy of note, particularly as they provide the only window into fielding available before Project Scoresheet. Some are old enough that traditional indices were all that were available during their heyday, and their originators would want to continue their use in order to allow for comparisons among fielders through MLB history. Others attempt to massage traditional indices as best as possible in order to eliminate the impact of as many contaminating factors as possible.  

Defensive Runs 


The calculation of Pete Palmer’s Defensive Runs (Thorn and Palmer, 1984) is position dependent.  It is based on traditional indices, which is consistent with Pete’s desire to compare players of different eras to one another. The following is from Costa, Huber, and Saccoman (2008), who present it differently from the original book. In all cases, since Linear Weights measures are always calibrated against league average, the analyst must begin by computing that average.  For second and third basemen and shortstops, the relevant formula is:

 putouts + (2 x assists) – errors + double plays

divided by

league outs on balls in play {which is putouts minus strikeouts}

Note the acknowledgement that assists should outweigh putouts in evaluations of infielders.  A team rating is also needed for each position, with the team data applied in the same numerator, which according to Costa et al. is divided by:

the average league figure already computed X team outs on balls in play

In order to estimate the number of plays with which an individual player is credited, that player is assigned a prorated number of his team’s total putouts at that position.  For example if a fielder makes 90 percent of his team’s putouts at his position, then the team rating is multiplied by .9.  This implies that the ratio among putouts, assists, errors, and double plays by everyone appearing at a given position for each team is the same, which is obviously not the case but difficult to correct for using available data.  The formula does allow for each of these players to be rated differently, in the sense that a player can make 90 percent of his team’s putouts while playing 85 percent or 95 percent of the innings.  
For the 2005 ESPN Baseball Encyclopedia (Palmer & Gillette, 2005, pages 1711-1712), Pete had begun correcting for the standard platoon differential – which (as Pete told me via email) was negligible until 1910, increased linearly until 1970, and has remained about constant since – strikeouts, and double play opportunities.  


For catchers, Pete uses the following:

(.2 X [putouts – strikeouts] + (.4 [assists – caught stealing]) – errors + double plays – (passed balls divided by 2)

On the same email, Pete said that before caught stealing data are available, opponent outs on bases is a decent stand-in.  Further, as turf fields yield about five percent more steals than grass, Pete also included a relevant correction.  For first basemen, double plays and putouts are removed, leaving just assists and errors.  For outfielders, the numerator becomes:

.2 x [putouts + (4 x assists) – errors + (2 x double plays)]

with assists and double plays valued so highly due to their difficulty for execution from the outfield.  Finally, pitchers have the same formula as infielder except that the beginning weight is .1 rather than .2.  Here, exact innings are known and can be used rather than the prorated putout trick in divvying up the numbers.  Dividing Fielding Runs by the number of wins needed for a team to win one more game (usually about 10) gives you Fielding Wins, which Pete uses in computing Total Player Rating (see the Overall Evaluation chapter).


Michael Humphreys (2011), based on 2003-2005 data, calculated a .55 correlation between Fielding Runs and Plus/Minus.

Defensive Won-Lost Percentage and Defensive Wins and Losses


Bill James’s first method for overall fielding evaluation, Defensive Won-Lost Percentage (DW/L%), went through a couple of iterations; I begin with the 1982 Baseball Abstract discussion and finish with revisions.

Within a 100 point scale, team regulars are graded according to four subscales, respectively worth 40, 30, 20, and 10 points and differing by position, as follows:

Catcher: Throwing ability is overwhelming emphasized, with a nod at the end to “pitcher handling.”

40 point subscale – opposition stolen bases per game divided by league opposition stolen bases per game

30 point subscale – assists per game

20 point subscale – fielding average

10 point subscale – team ERA minus league ERA

First Base: presumes that Range Factor isn’t as meaningful at first base as it is at other positions

40 point subscale – fielding average

30 point subscale – assists per game

20 point subscale – estimate of 3-6-3 double plays (I don’t know how he did this)

10 point subscale – errors by shortstop and third base (measures the ability to thwart errors on bad throws)

Second Base: emphasizes the double-play-middleman role

40 point subscale – (double plays divided by games played) divided by opposition hits and walks (I’m surprised that he didn’t use singles and walks instead)

30 point subscale – Range Factor minus double plays per game (as double plays would be double counted otherwise

20 point subscale – fielding average

10 point subscale – the team’s Defensive Efficiency Record (which he contributes to with his range)

Third Base: emphasizes range

40 point subscale – Range Factor

30 point subscale – fielding average

20 point subscale – double plays per game

10 point subscale – the team’s Defensive Efficiency Record (which he contributes to with his range)

Shortstop: emphasizes range

40 point subscale – Range Factor minus double plays per game (as double plays would be double counted otherwise

30 point subscale – double plays per game

20 point subscale – fielding average

10 point subscale – the team’s Defensive Efficiency Record (which he contributes to with his range)

Outfield: emphasizes range

40 point subscale – Range Factor

30 point subscale – fielding average

20 point subscale – career assists per game (a better measure of throwing ability than assists per game for a single season, which varies too wildly).  Apparently to capture the impact of reputation on opposition tendencies to take extra bases on hits or advance on flyouts, Bill defined different standards based on whether the outfielder in question had played in 400 games.  Assuming such a reputation at over 400 lowered the high-end standards, due to fewer opportunities as teams would refrain from running on the outfielders, while raising low-end standards, due to more opportunities as teams would take advantage of a presumed weak arm.

10 point subscale – the team’s Defensive Efficiency Record (which he contributes to with his range)
The number of points assigned on each subscale are based on a set of performance standards that must be achieved to earn them, all based on fielding data from 1972 to 1981 (I am guessing, he wrote “the last ten years” on page 213). There are nine possible standards for each 40 point subscale. Some quotations point out Bill’s intent in point assignment: “the maximum points levels are deliberately set at almost impossible levels, since for a player to attain those standards would indicate that he was performing at such a level that he should never lose, which is presumed to be as impossible for a fielder as it is for a hitter or a pitcher “ (page 211); “anything above 75% “represents an unusual performance” (page 213); and “the middle of the chart represents an average performance over [the last ten years]”. Bill did not describe lower point standards but I assume that their interpretation should mirror the higher ones. Here is one extended example: Range Factor for third basemen.

	Points
	40
	35
	30
	25
	20
	15
	10
	5
	1

	RF
	3.91
	3.60
	3.31
	3.01
	2.77
	2.55
	2.27
	1.98
	1.70


For the sake of comparison, the highest career figure posted on a Baseball Reference list going back to around 1960 was Brooks Robinson at 3.241 and the worst Chris Johnson at 2.188; I could not find an analogous list for annual figures. There are seven standards for the 30 point subscale and five standards for the 20 and 10 point subscales. The full chart can be found on page 212 of the 1982 and page 238 of the 1983 Abstracts.


To compute a player’s Defensive Won-Lost Percentage,

1 – Sum the figures across the four subscales.  Let us assume that Joe Shlabotnik was actually a pretty good fielder whose sum in the year in question was 60.

2 – Divide by 100, given Joe the DW/L% of .60.


To turn these into Defensive Wins (DW) and Defensive Losses (DL):

3 – Multiply the player’s number of game appearances for the season by the following point system:

	1B
	LF
	RF
	3B
	CF
	2B
	C
	SS

	3
	4
	5
	6
	6
	8
	9
	9


These figures represent the defensive responsibility for each position, which Bill discussed elsewhere in terms of the Defensive Spectrum (see the Strategy chapter). Joe played 150 games at third base, giving him a total of 900 for the season

4 – Divide this total by 162, leaving Joe with 5.55

5 – Multiply that by the player’s DW/L%; this gives you Defensive Wins. For Joe, 5.55 times .60 is 3.33 DW

6 – Subtract that from the result for Step 4; this gives you Defensive Losses; Joe gets 2.22 DL

7 – Round both off. Joe’s Defensive Won-Lost Record was 3 wins and 2 losses.


Duke Rankin (2000), apparently using this version, noted that number of seasons played between 1967 and 1973 correlated at .48 with career DW and .46 with career DW/L% but only .24 with Fielding Runs accumulated during those years. The implication is that Bill’s method is more useful than Pete’s for predicting career longevity, but the small sample size of seasons compromises this conclusion.


By the time of the 1983 Abstract, Bill had increased the “value” of shortstop to 11 and of catcher to 10.  In the 1984 Abstract, the subscale factors had changed to the following:

Catcher: team ERA specifically when the relevant player is in the lineup minus league ERA was the 30 point subscale, with assists per game decreased to the 10 point subscale. Thus, “pitcher handling” had now gained in relative importance, with throwing still the preeminent factor but not as overwhelmingly.

First Base: fielding average, assists per game, and estimate of 3-6-3 double plays were now all equivalent 30 point subscales, and half of 3-6-1 double plays was included in the last of these.

Second Base, Third Base, Shortstop, and Outfield: Range Factor is replaced as the 30 point subscale by Range Index, defined as 

Range Factor minus double plays per game (as before)

divided by

the number of batted balls in play per game

this adjusts for bias due to factors such as a high or low strikeout staff, that would respectively deflate and inflate all fielders’ Range Factors, and overall team fielding skill. In so doing, Bill implicitly acknowledged a couple of the problems with Range Factor described earlier, although it leaves others intact that are not easily established from traditional indices, such as pitching staff groundball versus flyball tendencies.


By the time of his Win Shares system described in the Overall Player Evaluation chapter (James & Henzler, 2002), Bill had made further revisions:

Catchers: For seasons with available caught stealing data, Caught Stealing Percentage is now on a fifty-point subscale, with a thirty-point subscale for error percentage adjusted for team strikeouts (the latter so as not to advantage catchers for high-strikeout staffs), a ten-point subscale for passed balls, and a ten-point subscale for sacrifice hits allowed (under the assumption that catchers on teams that give up a lot of sacrifice bunts aren’t performing their job defending against them).  For seasons without caught stealing information, error percentage is now given a forty-point subscale, assists a thirty, and passed balls and sacrifice hits allowed fifteen each.

First Basemen: subscales of forty points for plays made, thirty points for error percentage, twenty points for arm rating, and ten points for errors by third basemen and shortstops under the assumption that these are partly the fault of first basemen with bad hands.

Second Basemen: subscales of forty points for double plays, thirty points for assists, twenty points for error percentage, and ten points for putouts.  Note that by this time Bill had realized the putout problem with Range Factor.

Third Basemen: subscales of fifty points for assists, thirty points for errors, ten points for sacrifice hits allowed, and ten points for double plays.

Shortstops: subscales of forty points for assists, thirty points for double plays, twenty points for error percentage, and ten points for putouts.

Outfield: When sacrifice fly information is available, subscales of forty points for putouts, thirty points for Defensive Efficiency Record, twenty points for “arm elements,”, and ten points for error percentage. When sacrifice fly information is not available, subscales of forty points for both putouts and Defensive Efficiency Record, and ten points for assists plus double plays and error percentage.

Adjusted Range Factor



According to Dan Basco and Jeff Zimmerman (2010), in the 1980s (before his Diamond Mind method described earlier) Tom Tippett proposed an Adjusted Range Factor that belongs here rather than with Bill James’s work because it provides an estimate rather than a direct measure of plays successfully made. Using only assists and putouts in which a fielder is handling a batted ball, it adjusted for pitching staff strikeout and groundball/flyball rates and opposition batter handedness.  I have not been able to find out any more about it.

Baseball Prospectus


Rather than use traditional measures as is, the Baseball Prospectus crew has tried to massage these figures to overcome some of their problems.  The first of their attempts is described at length in the 1998 edition (Huckabay et al.).  Although the author of the description writes in first person and at one point mentions differences in opinion between he and others in the group, which of the bunch is responsible is never mentioned.  Along with Humphreys’ DFA to be described next, the author agreed with my insistence in using only assists for infielders because so many putouts are products of throws from other infielders. Anyway, the steps involved include the following:

1 – Estimate balls in play (BIP) through:

([innings pitched - {strikeouts divided by 3}] times X) + hits – home runs - .7 (errors)

with X depending upon the league and year but usually about 2.6

2 – Divide by innings pitched, giving you BIP per innings pitched

3 – Divide again by league average BIP per innings pitched for a normalized BIP

4 – Determine a correction for league average handedness by using the innings pitched by righties, divide by total innings, divide again by league average to normalize

5 – Determine a correction for ground ball/fly ball ratio (G/F) by dividing all infielder assists by outfielder putouts, and again divide by league average to normalize

6 – Then adjust for position as follows:

First and second base: BIP times .4 (G/F) times .25 (handedness)

Shortstop and third base: BIP times .4 (G/F) divided by .25 (handedness)

Note that the multiplication versus division for handedness is due to the fact that righty pitchers mean more balls to the shortstop and third base.  The author claimed a .7 to .8 correlation with chances, but as with most Prospectus work there is no independent verification to be sure.  Also keep in mind that my own research suggests that the bias is much greater at third than at shortstop.

Outfield: BIP times -.4 (G/F)

Here the difference between the positive for infielders and negative for outfielders is due to the definition of the ratio.  This time, the claimed correlation with chances is .65.

7 – The author then described his disagreement with the other Prospectus people; his belief that the resulting figures should be adjusted again against replacement level defense, which he thought to be 86 percent of league average for infielders and 79 percent for outfielders.  I must assume that below replacement level, the player is moved to a less demanding defensive position, although I do not see how that would work for National League first basemen.  I will not describe the author’s method here, about which he clearly is not very confident.  


Later Prospectus fielding evaluation methods are specifically credited to Clay Davenport.  One is a system called Davenport Fielding Translations (DFT), and Clay provided a detailed description that is quite complicated and not worth repeating here (see Davenport, 2002d).  It included adjustments for ballpark, pitching staff strikeout, flyball/groundball, and lefty/righty tendencies, and how often they faced a runner on first (a stand-in for double play opportunities). Although there is no defense of the method in the article, lists of the top 10 at each position are intuitively attractive.  A subsequent method, Fielding Runs Above Average (FRAA), has continued to appear for all major leaguers in the annual Prospectus book since.  James Click (2004a) described its fundamentals.  It compares the number of plays (assists and putouts as measured by conventional metrics) with a league average adjusted for ballpark, number of balls in play, team pitcher handedness and groundball/fly ball ratio, and the number of double play opportunities successfully completed. The difference between the two is translated into runs saved or given up compared to average with positional adjustments included.  While these fundamentals have remained constant, the exact details have changed over the years; Rob McQuown, Harry Pavlidis, and Jonathan Judge (2015) described one of the revisions. 


W..T. “Duke” Rankin (2000) correlated one of the FRAA’s and Defensive Wins for each of seven seasons (1967 through 1973) and got figures varying from 0 to .68, with an average of .39; he should have combined all of the seasons into one analysis for a valid sample size.  Michael Humphreys (2011), based on 2003-2005 data, registered a .58 correlation between one of the FRAA’s and Plus/Minus. If I understand what Michael wrote correctly, it correlated .70 with DRA for outfielders. After Clay became familiar with an early version of DRA, the correlation jumped to .87, which led Michael to believe that one of FRAA’s revisions was DRA-influenced. An editorial comment; the commentary concerning specific players’ defense one reads in the Prospectus is often so inconsistent with the numerical defensive rating they get that I doubt many of the contributors trust any of these numbers as much as they trust scouting reports and their own eyeballs.

Jonathan Judge and Sean O’Rourke (2020) used Retrosheet data to compare 2019 fielding performance with evaluations for the then-current version of FRAA (as always, details unknown) with the following set of “competitors”: PART/rPM, UZR, RED, and OAA. Ignoring the details, FRAA was the most accurate for outfielders and the least accurate for infielders, OAA was the opposite, RED and DRS did okay across the board, and UZR performed relatively poorly. They speculated that fielder positioning and movement might be significant for infield defense but not for outfielders. If so, then OAA’s reliance on it, as described in Tom Tango’s essay, could be crucial for infielder evaluation but only add random error for outfielders.  It is however important to note that to even the playing field they purposely added no controls for batter, pitcher, ballpark or overall team defense. This unfairly penalizes UZR and would have disadvantaged FRAA’s closest “competitor,” DRA, if it had been included in the comparison. For what it’s worth, I challenge them to add the controls and do a fair three-way DRA/UZR/FRAA comparison.


Jeff Zimmerman (2011) used FRAA as his index in an examination of career fielding trajectories. Starting at age 21, the trajectories were similar to those for hitting, with a relatively fast assent and a descent that is slower, although not as slow as for hitting. The average peak, at 3 runs above age 21, occurred around age 24 and 25, decreased back to age 21 level at age 32, and then dropped faster afterward. Although career trajectories were the same until age 32 for the 1950-1979 and 1980-2010 eras, the final decrease occurred much more slowly during the latter one. By age 36, the earlier era had descended about 5 runs from age 21 whereas the later era about 3, and by age 40 the respective figures were about 8 and 5 below. Although due to better diet and conditioning players are probably aging more slowly now, part of the difference appears to be player position, as Jeff also noted players moving down the Defensive Spectrum more quickly in the latter era, in a sense having a greater opportunity to compensate for aging by playing less demanding positions.

Humphreys
 

The best effort in this regard of which I am aware is work by Michael Humphreys (2011, Chapter 2).  Michael proposed two procedures for evaluating fielder range, one using Retrosheet data and the other based on traditional fielding indices.  The goal of both were to rid the available data of three bias inherent in team pitching staffs; tendencies toward recording strikeouts versus getting outs on balls in play, giving up ground balls versus fly balls, and lefthanded versus righthanded innings.  Michael did so by computing a position-specific regression equation including those three factors; for this reason, he called his resulting index Defensive Regression Analysis (DRA).  Michael did not want any interaction terms complicating the equation; in other words, he wanted to treat the three biases as independent of one another.  This is doable when using Retrosheet data, but when using conventional data the latter two of the biases as listed above are inherently confounded.  As a consequence, there is an implicit assumption in its use that lefties and righties on a team have the same ground ball versus fly ball and strikeout versus batted ball in play tendencies.  This presumption (as Michael well knew) is false, but is inherent in the effort.  I will describe the two procedures as non-technically as I can; those interested in the statistical details should consult the book.  


I begin with the procedure for traditional indices.  As just mentioned, the goal is to remove the three biases from the data.  For each position, and starting with a large set of indices, Michael transformed each relevant index (for example, strikeouts per batters faced, assists per number of balls in play) so as to make each as independent, i.e. statistically uncorrelated, with one another as possible; he claimed that in the end the correlations among them were in the +.10 to –.10 range.  The indices for different positions were of course specific to each.  For batted balls, for the same reasons I did, Michael only used assists for evaluating most infielders and also catchers, and made what in my probably-biased opinion provided a very persuasive argument for that decision.  For analogous reasons, first basemen are only evaluated on their ground ball putouts and outfielders by putouts.  Other position player skills, such as outfielder throwing, were also included, and pitchers were evaluated according to both pitching and fielding.

.
After that, Michael associated these transformed indices with runs-allowed data, allowing the determination of the average number of runs for each event.  These numbers corresponded well with past efforts (e.g., walks worth .34 runs, home runs 2.44 runs), adding a degree of credence to the calculations.  Humphrey had to make some potentially controversial decisions along the way.  For example, despite his general acceptance of the DIPS principle that the result of batted balls in play are not due to the pitcher, he credited pitchers with responsibility for infield popups under the assumption that the batter was overpowered.  In his support, some modern analysts agree and include popups as a fourth DIPS factor.  Michael’s resulting ratings correlate at about .7 with two Ultimate Zone Rating and Diamond Mind’s, and leads to analogous findings.  The best fielders save about 20 runs a year, whereas the worse cost 20 runs, when compared to the average. In an earlier (2007) online post, he reported correlations of about .8 with Plus/Minus for middle infielders but only .5 for third basemen, only a .5 correlation for outfielders with UZR simplified so that it had equivalent components with DRA, and a .69 correlation for outfielders with a similarly simplified PMR. Michael was unable to calculate anything at all for outfielders given Plus/Minus’s over-precision described earlier leading to too few plays per zone.


Here, in some detail, are the steps that Michael described in Chapter 2 for a evaluating a specific shortstop’s number of assists independent of the three biases when using traditional indices.  Most of the steps involve all players at the position for the year, with individual players only distinguished at the end:

1 – For the team’s shortstops, compute the three terms for the regression equation for expected number of assists.  These terms represent the following:


A – How much above/below the team’s shortstops’ assist total is from the league average.  This will be higher to the extent that the team’s pitching staff gives up batted balls rather than achieves strikeouts.  This is achieved by multiplying total league shortstop assists by the proportion of total opposition balls in play made by the shortstops’ team (not just the shortstops).  Opposition balls in play is not a traditional index, so it must be estimated by

Total number of batters facing the pitcher minus (total strikeouts + walks + hit by pitches + home runs allowed).


B – How much above/below the shortstops’ team is from league average in innings pitched by lefthanders in relation to the team’s total batted balls in play allowed, and then how much of the just-computed difference would be estimated to impact its total number of shortstop assists.  


C – How much above/below the shortstops’ team is from league average in flyballs allowed in relation to the team’s total batted balls in play allowed, and then how much of the just-computed difference would be estimated to impact its total number of shortstop assists.  Humphreys explained why flyballs are used to estimate the number of groundballs as follows (page 40); using groundball rate “is self-referential: a good shortstop will record more assists, which will increase the team total, which will cause one to conclude the team had groundball pitchers, which will cause one to discount the shortstop’s performance as largely attributable to ground ball pitching.”  He stated that this confound has been shown statistically; pitcher groundballs per batted ball is correlated at .7 with shortstop assists per batted ball.  In contrast, flyballs per batted ball as a measure will not be “self-referential” for infielders, and as it is correlated at –.8 with groundballs per batted ball, it can serve as a decent if not perfect stand-in.  This argument holds for the entire infield, and for the same reason, one used groundballs per batted ball when examining outfielders.  


However, flyballs and groundballs allowed by pitchers is not a traditional index, so must be estimated; and Michael’s method for doing so is creative.  As number of opposition total outs is 3 times the number of innings played, it would be estimated by 

(3 X innings pitched) minus (total strikeouts + assists + unassisted putouts by the team first basemen on ground balls)

But the last term here is also not a traditional index, so it must also be estimated.  Total team putouts at first is a traditional index.  As about 80 percent of assists by the infield are made to first base, if you subtract that from total team first base putouts, you have an estimate of unassisted putouts at first.  But only about one-third of those are on grounders as the bulk are on popups (keep in mind how often fielded grounders hit to first base become first base assists and pitcher putouts).  So unassisted putouts by the team first basemen are estimated by

.33 X (first base putouts minus .8 X [assists by pitchers, second base, shortstop, and third base])

2 – Now that we are finally done with estimating the unbiased shortstop assist total, compute the run value above/below average for the team’s shortstops by 


A - Subtracting that estimate from the total number of team shortstop assists actually made, which tells you if the team’s shortstops did better (positive difference) or worse (negative difference) than they “should” have.


B – Multiply that difference by the relevant run expectancy difference for making the out rather than allowing the hit (for shortstop, we assume that all hits are singles).

3 – To distinguish the specific shortstop in question from others who played shortstop for the team, use the proportion of team shortstop innings played by the shortstop in question weighted by his assists per game relative to other shortstops on the team.


Outfielders are evaluated analogously, using plays made plus errors by infielders to estimate putouts, which are weighted by the team proportion of league balls in play, and divided among outfielders based on relative proportion of games played.  They are also given credit for assists.  When data are available, catchers are assessed by caught stealing divided by stolen base attempts and groundouts fielded (assists minus caught stealing; the occasional pickoff from first is ignored).  Pitchers are given credit for the following: their own assists; the standard Three True Outcomes (strikeouts above or below league average, sum of walks and hit by pitches above or below league average); infield popups (total fly outs minus outfield flyouts), which as I mentioned some analysts now consider a fourth True Outcome; and wild pitches plus passed balls per baserunner allowed, with catchers on the same team also appraised for differences in passed ball rate among them.  


Biases that cannot be erased remain, including the previously-mentioned likelihood that flyball and strikeout rates on a given team are not independent of pitcher handedness.  When data are available on Retrosheet, one can bypass the biases.  Michael used second base as an example this time:


A – Remains the same as earlier.  


B – How much above or below the second basemen’s team is from league average in number of balls in play hit by opponent righthanded batters relative to total league balls in play.


C – How much above/below the second basemen’s team is from league average in flyballs hit by opponent righthanded batters in relation to league balls put in play by righthanded batters.  


D – How much above/below the second basemen’s team is from league average in flyballs hit by opponent lefthanded batters in relation to league balls put in play by lefthanded batters.

C and D together separate the flyball-groundball/pitching handedness bias.  It seems to me, however, that strikeout versus balls in play tendencies would have similar biases that are not removed from the estimates; I have no idea how much they would compromise the results. 


Finally, using the Retrosheet data then completely available (1957 to 2006), Michael estimated a team DRA equation as follows:

Pitching runs: (.27 X strikeouts per batter faced) – .34 (walks and hit by pitches per batter faced) – (1.49 X homers per batted ball) + (.42 X own assists) + (.44 X infield popups) – (.56 X wild pitches and passed balls per baserunner)

Catcher runs: (.59 X caught stealing per stolen base attempts) + (.59 own assists on grounders)

Infield runs: (.52 X ground ball putouts by first basemen) + (.53 X estimated assists by second basemen) + (.45 X estimated assists by third basemen) + (.44 X estimated assists by shortstops)

Outfield runs: (.53 X estimated putouts by left field) + (.46 X estimated putouts by center field) + .44 X estimated putouts by right field) + (.61 X outfield assists)


Michael reported a correlation of about .95 between DRA estimates and runs allowed, with specific team estimates off by less than 22 runs about two-thirds of the time – in other words, within +1 and –1 standard deviation units from the mean – but he admitted occasional errors of more than 50 runs. Other relationships that he has reported include a surprisingly low .42 with UZR in the 2011 book but a more reasonable .70 correlation in earlier work, .68 with SAFE, and .76 for Plus/Minus.


The bulk of Michael’s book is a position-by-position ranking of the best fielders at each position as measured by DRA, divided into a set of historical eras. His method for doing so was inspired by Michael Schell’s (1999b, 2005) as described in the Offensive Evaluation chapter. In short, he:

1 – Assigned a number for each decade from 1896-2005 to 1996-2005 based on the relative proportion of the U.S. white males population aged 20 through 44 for the decade as measured by the relevant U.S. census, with the sum of these numbers equaling 101. As it had the fewest U.S. white males aged 20 through 44, 1896-1905 was assigned the number “5,” and 1986-1995 received a “15” as it had the most.  

2 – Michael was only interested in U.S. white males aged 20 through 44 because it was the only group from which major leaguers came during the relevant 110 years. If we can assume that talent was equally distributed throughout those years across all U.S. white males aged 20 to 44, then the numbers should approximate the quantity of players from each decade that should rate as a top 101 fielder at his position. So, a top 101 for each position was constructed that included the top 5 career DRA’s at each position (minimum 3000 innings played) for players whose career middle year fell between 1896 and 1905, the top 15 whose career middle year was between 1996 and 2005, and analogously for the other decades. For example, someone playing from 1920 to 1940 would have 1930 as his middle year, and be assigned to the 1926-1935 decade, which received 7 of the 101 slots.

3 – Michael then performed a regression at each position in which the career DRA for the top 101 was predicted by the year that was midway through each of the 101’s career. The slope of the regression line shows whether career DRA’s for the top 101 tended to rise, fall, or stay the same over the 110 seasons.

4 – Michael then adjusted career DRA’s depending on that slope. Shortstop, second base, and right field sloped a bit downward.  Again assuming that the distribution of talent remained the same over the years, this implied that the conditions of baseball at the time biased DRAs for the earlier years upward relative to the later years. The facts that the number of batted ball outs were higher earlier on as the number of strikeouts were lower, and (irrelevant as it is for right field) that batters pre-Babe Ruth were more likely to try not to hit the ball in the air, both serve as possible explanations for this bias. So Michael decreased the earlier players in these positions DRAs the amount needed to bring about a flat regression line; in other words, put all the fielders on the same scale. 


Left field and center field required more complex equations and so a lot of adjustment as their tendencies were curvilinear, probably due in part to African-Americans’ appearance starting in the 1950s and disappearance starting in the 1980s (an issue to be discussed at great length in the Team Issues chapter). Third base, first base, and catcher had basically level regression lines and so required no adjusting.

5 – Now that the scale was complete, Michael was ready to establish the lists of best fielders at each position during the relevant eras. He added non-Whites and non-U.S. players to the mix as they began to appear in the game; not surprisingly, they often outranked all of the White Americans. (Incidentally, Larry Walker and Jeff Heath appear to have been classified as U.S. white males when in fact they were Canadians, but as neither were a top 101 no harm was done.)


I leave it to the interested reader to get the book and see the resulting rankings.

Other Methods

With Or Without You


Tom Tango’s With Or Without You (WOWY; 2008) method was described in the context of Derek Jeter; Michael Humphreys (2011, pages 84-86) did a nice job of describing it more generally, and I will base my account on Michael’s description.  When evaluating a particular fielder, the analyst uses relevant Retrosheet data to do the following:

1 – Choose a pitcher he fielded behind.

2 – When the fielder in question was playing, count how many batted balls in play that pitcher gave up, and how many of these batted balls were fielded by the fielder in question.

3 – When the fielder in question was not playing, count how many batted balls in play that pitcher gave up, and how many of these batted balls were fielded by others playing the same position for the team.

4 – Comparing the results of steps 2 and 3 reveals how many more or fewer balls the fielder in question would have successfully fielded than others playing the same position for the team would have behind the same pitcher.

5 – Repeat these steps for all other pitchers the fielder in question played behind, and sum the results for an overall index.

Rather than the fielder’s team’s pitchers, one can do a WOWY analysis across opposition batters, different ballparks, and different baserunner situations to see if the results look any different.


As Tom (2008b) noted, the WOWY method suffers when a fielder under examination is almost never out of the lineup (the “Cal Ripken problem”), such that the sample size for Without You is tiny when compared with the With You sample size. The best solution (proposed by Mitchel Lichtman) is probably to use the harmonic mean of the two to represent both figures. One computes that as follows:

Step 1 – Multiply the Without You and With You figures.

Step 2 – Multiply the result of Step 1 by 2

Step 3 – Sum the Without You and With You figures.

Step 4 – Divide the result of Step 2 by the result of Step 3.


WOWY methods have been applied quite a bit for catchers, as will be described later in this chapter.

TotalZone


Sean Smith’s (2009) TotalZone uses Retrosheet data to evaluate fielders, with the type of available data determining the exact method. When data on specific plays are missing, Sean would do the following:

Step 1 – Compute every batter’s career proportion of batted balls for which plays were made at each fielding position. If the batter is a switch-hitter, then do this separately for left- and righthanded plate appearances.

Step 2 – Assume that this proportion remains the same for hits, and based on how often the batter and each fielder play against one another, estimate how many hits each fielder should be assessed based on that proportion.

Step 2 – For every fielder, sum the result of Step 2 across all batters played against.

Step 3 – Divide the results of Step 2 by every fielder’s total fielding chances, computed by

(Total plays made) + (Errors) + (Result of Step 2)

Step 4 – Do park adjustments, and convert to runs responsible for (.75 per hit for middle infielders, .80 for the infield corners, and .85 for outfielders).


When batted ball type and fielder are available, one can estimate responsibility for hits somewhat more accurately, by giving third basemen 60 percent and shortstops 40 percent of the debit for singles to left, shortstops 52 percent and second basemen 48 percent of the charge for singles to center, and first basemen 55 percent and second basemen 45 percent of the deduction for singles to right. Groundball extra base hits are presumed to be down the lines and so all responsibility is given to the corner infielders. The plays that fielders make and do not make can be compared to league average for different batted ball types and pitcher/batter handedness. I assume that outfielders would be judged based on proportion of relevant plays made.


When actual hit location is available, one can use that without making any estimates. Outfielder arms, infielder double plays, and catcher performance are also evaluated; see the referenced article on these.


Michael Humphreys (2011), based on 2003-2005 data, calculated a .74 correlation between the second version of TotalZone and Plus/Minus.

Simple Fielding Runs

Dan Fox’s (2008) Simple Fielding Runs (SFR) would also work well with Retrosheet data.  The idea is to take the proportion of batted balls of each type (grounders, liners, pop-ups) that an infielder makes plays on relative to the average player at the same position, and adjust that proportion for batter handedness, number of bunts, and whether there is a runner on first (all affecting positioning), and turning that adjusted proportion into a run figure.  Fox was not as clear about balls hit in the first/second and shortstop/third holes – it appears that they are split according the proportions fielded on average by each – as he was about the second/shortstop hole, which is divided 50/50.  The final results correlated .80 with UZR for the 2003-2006 interim, and .75 with Plus/Minus for 2003-2005 (Humphreys, 2011).
 

The Hardball Times


I am not clear about what The Hardball Times people have used to evaluate fielding. I know that at some point they did something analogous to PMR when computing a version of DRS corrected for type of batted ball.  They called it Team Plus/Minus index, for which Dave Studeman (2007) calculated about a .7 correlation with Dewan’s Plus/Minus.  They have also used a method proposed by David Gassko (2005a) that he called Batted Ball Range Adjusted Factor because he wanted to use the acronym BBARF, in which he

Step 1 – Classified all opposition balls in play as either a grounder, fly, or liner.

Step 2 – Based on opposition balls in play by lefty versus righty batters and something called “position rates” available at the time from Charlie Saeger, David estimated the number of balls in play to “each fielder” (in his words; based on his example, these actually were to each position and then prorated for each fielder at that position based on relative playing time).

Step 3 – One can then compare this estimate to the number of balls fielded at each position. David wisely only used grounders for infielders and flies and liners for outfielders. 

And Now For Something Completely Different


Jon Bruschke (2012) offered a fielding metric based on a completely different goal than zone approaches.  In his own words, “In a nutshell, zone approaches carefully measure individual performance, but estimate productivity [by that, he meant total team success at saving runs via fielding].  My approach measures productivity directly but estimates individual performance” (page 14).  He called it Fielding Shares, and that is an apt title, as, analogously with Bill James’s Win Shares, it begins with team performance and divides it among the players responsible for it.


Jon began by regressing fielding-independent pitching indices (strikeouts, walks, and home runs per plate appearance and infield popups per batted ball) on runs per game for 2008 and 2009.  These indices combined, the pitcher’s share of defense so to speak, accounted for 64 percent of the variance in runs scored; the remaining 36 percent is the fielders’ share.  He then transformed each team’s regression residual (which correlated .64 with batting average on balls in play, an indicator that the two are likely measuring related phenomena) and BABIP into scales ranging from 50 to 100 and summed the two transformed figures, resulting in somewhere between 100 and 200 total fielding points for each team.  This measure correlated much more closely with team wins (.44) than Dewan’s Plus/Minus System (.185), which should not be a surprise given the respective logics mentioned earlier.  Next, using 2008 Retrosheet data as the basis, he assigned every out on balls in play to the responsible fielder, crediting putouts to the player making it on unassisted plays and assists to those making it (.5 if two players, .33 if three) on assisted plays.  Finally, he calculated the proportion of these for each fielder, and then assigned that proportion of total team fielding points to that player as his Fielding Shares, after correcting for how much that fielder played.  


This last correction was, in my opinion, a mistake given what this index is intended to indicate, as players who play less make a smaller contribution to total team fielding performance, as is recognized in Win Shares. The method also presumes that every fielder has an equal opportunity to make plays, which is obviously wrong given that the number of batted balls differs substantially among positions.  This would be a fatal flaw if the intention was to actually evaluate fielders rather than determine responsibility for overall team fielding performance.

Catching

Overall Evaluation


Catchers are thought to differ in skills such as their ability to throw, call pitches, frame pitches, block wild pitches and prevent passed balls, many of which have been hard to quantify.  Pretty much all of that early analysis was limited to counting the number of passed balls allowed and the proportion of attempted steals that a catcher was able to throw out.  The former can result in unfairly large figures for catchers of knuckleball pitchers.  As for the latter, in an essay describing baserunner strategy, Keith Woolner (2004) pointed out that one must weigh a given catcher’s success rate at throwing out attempted steals with whether runners attempt steals with that catcher more or less often than for the average catcher. Teams may rarely attempt steals against a catcher with a good reputation for throwing, or limit those attempts to only their best base stealers, which could make their numbers look no better than catchers with poor reputations, biasing the results. And, as Cliff Blau reminded me in an email, pitchers are more responsible for preventing stolen bases than are catchers.


One early attempt at an improved evaluation method was Catcher Earned Run Average (CERA).  Craig Wright (Wright & House, 1989) credits the Japanese with originating this index, although he deserves acknowledgement for making the sabermetric community aware of it.  Obviously, just crediting catchers with the combined earned run average of the pitchers they catch will not work, because catchers may be purposely assigned to specific pitchers (for example, the Braves used their second catcher on the days that Greg Maddux pitched, so whoever it was would be bound to have a better catcher’s ERA than Javy Lopez).  To calculate Wright’s method was something like the following:

1 – Determine who are the “primary” (my term) catchers on a team, in terms of playing a significant number of innings, for evaluation.  I do not have a specific cutoff in mind, but certainly you want to usually limit the analysis to two or three catchers depending on how much each played.

2 – For every pitcher on a team, determine how many of his innings each of the team’s primary catchers caught and how many earned runs were scored during those innings.  

3 – For a given “primary” catcher paired with a given pitcher, sum the number of innings caught and earned runs scored for all of the team’s other catchers.

4 – For that catcher/pitcher combination, assign the catcher the number of innings caught by the team’s other catchers, and then prorate the earned runs scored when he was catching to maintain the same ERA for that number of innings.  To use Craig’s example (page 28), “if Joe Catcher catches 160 innings from Ace Pitcher and the other catchers have 40 innings from Ace Pitcher, then there are 40 common innings…project his [Joe Catcher’s] earned runs down from 160 innings to 40 innings…if he allowed sixty earned runs with Ace Pitcher, his matched earned runs would be 15 (40 divided by 160 times 15).

5 – Do the same for every “primary” and the other catchers for each pitcher on the team.  

6 – Sum innings and earned runs (prorated for the catcher being examined) across all pitchers.  The innings will be the same for each, but the earned runs will almost always not be.

7 – Turn these figures into earned run averages for the catcher in question and for the others.

 8 – Repeat this exercise for the other “primary catchers” on the team. 


The data Craig presented in the Wright and House book were mostly anecdotal, so that it is not possible to evaluate the value of the index from his work.  Craig claimed that CERA improved as catchers gained major league experience, is better for rookie catchers if they begin the season in the majors rather than being called up partway through and if they worked with their pitchers previously in the minors, and is worsened if catchers are traded midseason or switch leagues.  All of these claims make sense, but without any accompanying data, we can’t evaluate them.

Since then, not much has been done with CERA.  Sean Smith (2011) examined its consistency across seasons using Retrosheet as part of the data source and analyzing these data via the “matched inning” prorating method Craig had described.  In order to neutralize differences in team fielding, Sean applied a DIPS-based bottom-up estimate of runs allowed that he concocted rather than the actual total.  He observed a .21 correlation across adjacent seasons starting with 2003 and ending with 2009 for 70 catchers with at least 2000 “matched” plate appearances (this would double count PAs for 2004 to 2008 as each of those seasons would be included twice). This implies some but not a lot of consistency across seasons in specific catcher’s relative ranking.  

Tom Tango’s (2008) With And Without You (WOWY) method, described for other fielders above, can be viewed as a methodological advance on Catcher ERA, and Tom used it to evaluate catcher ability to block pitches, thwart attempted steals, and pick off runners.  Using pitch blocking as an example, for a given catcher:

1 – Choose a pitcher he caught.

2 – Count how many WPs, PBs, and innings occurred with that pitcher/catcher combination.

3 – Count how many WPs, PBs, and innings occurred with that pitcher and other catchers, and then use the ratio of WPs and PBs per inning to estimate the number that would have occurred if the other catchers had caught that pitcher the same number of innings and the catcher under examination.

4 – Comparing the results of steps 2 and 3 reveals how much better or worse the catcher under examination was than the other catchers for the given pitcher.

5 – Repeat these steps for all other pitchers the catcher under examination caught, and sum the results for an overall index.

6 – Repeat this entire sequence for attempted steals, and combine the findings.

Tom performed this task using Retrosheet data from 1972 through 1992.  According to his chart displaying data for individuals during that era, the ones everyone thought were good (e.g., Jim Sundberg, Gary Carter) are indeed toward the top and those everyone thought were bad (e.g., Charlie Moore, Ron Hassey) toward the bottom. Tom noted that this method presumes that the other catchers to whom the catcher under examination is compared are league average; he tested the assumption and found it to be reasonably defensible.  Incidentally, he noted that Tom Ruane had previously suggested this method. 


Based on earlier work by Sean Smith, Justin Inaz proposed Catcher Runs, including all then-available indices for a relatively complete picture. Here is Lee Panas’s (2010) version:

1 – Compute caught stealing divided by attempts for all catchers in a given year

2 – For a given catcher, figure out his number of caught stealing and attempted steals against

3 – Multiply the number of attempted steals against by the result of Step 1, giving expected caught stealing for the average catcher with the same number of attempts as the catcher of interest

4 – Figure out the difference between the two

5 – Multiply the difference by .63, a run expectancy figure

6 – Do the analogous for:


Wild pitches plus passed balls per inning (run expectancy = -.28)


Throwing errors per inning (run expectancy = -.28)


Fielding errors per inning (run expectancy = -.50)

7 – Sum the results of Steps 5 and 6.


A few substantive questions were addressed in early catcher fielding research. Some evidence accumulated using “regular” ERA for one of Craig Wright’s claims, that pitching staffs are more successful with experienced catchers.  The Hirdt brothers (Siwoff et al., 1991, page 16) examined 41 teams between 1960 and 1990 with pitching staffs averaging less than 26 years old.  Of 30 teams with catchers 28 or younger, 24 (80%) of these staffs finished in the bottom half of their league in ERA.  Of 11 teams with catchers 29 or older, only 4 (36.3%) did likewise.  As part of the work described above, Sean Smith noted that catchers in his data set born before 1974 averaged a run below average, those born between 1974 and 1979 were about average, and those born after 1979 averaged 2.2 runs above average. The implication is that catching performance improved as catchers aged and so gained experience.  The most substantial work on catcher experience can be found in three studies by Tom Hanrahan.  The first (1988) included catchers active from 1982 through 1986 who appeared in at least 10 games in those seasons.  Veterans (defined as 3rd or 4th year with a team; sample size = 50) were .03 earned runs better than their team’s catchers’ average, whereas rookies (no previous MLB experience; sample size = 42) were .09 earned runs worse.  As Tom estimated the relevant standard deviation as .10, this .12 gap is likely to be meaningful. In addition, ten catchers were included in both categories, and were a huge .32 earned runs better as compared with their respective teams as veterans than as rookies. 


Tom’s second study (1999) used 104 catchers totaling 539 seasons of at least 85 games with the same team in two consecutive seasons between 1946 and 1987. His method was substantially different than before and quite complicated; consult the article for details.  The following table lists staff ERA differences between seasons in which the catchers crossed one one-hundred-games-played milestone (but not two; see the article for why Tom did this).  So, for example, it would include a (these are made-up numbers) a catcher who entered a season with 115 career games and ended it with 210, and would not include a catcher who started a season with 195 career games and finished it with 305 or a catcher who began a season with 105 career games and concluded it with 190 career games despite having caught 85 games that year.  The analysis included all games no matter who caught, biasing each catcher’s figures depending on the performance of the team’s other catchers:

	Milestone

Crossed
	Sample Size
	Difference

From Previous
	Milestone

Crossed
	Sample Size
	Difference

From Previous
	Milestone(s)

Crossed
	Sample Size
	Difference

From Previous

	100
	49
	–.07
	500
	25
	–.02
	900
	15
	+.04

	200
	44
	–.02
	600
	28
	–.02
	1000/1100
	19
	+.08/year

	300
	39
	–.12
	700
	22
	  .00
	1200 to 1700
	16
	+.11/year

	400
	29
	–.04
	800
	20
	+.06
	
	
	


Note that the last two combined one-barrier-crossed seasons in order to get a decent sample size. Anyway, on average the staff ERA decreased as catchers gained experience, peaked at the 600 and 700 game barriers at .29 better, than regressed for the rest of careers.  Analogously with the 1988 study, Tom compared 16 catchers with the same team between their first 85 game season and 85 game seasons after crossing the 400 through 700 game barriers; team ERA went up a full .22 earned runs a game that first year and then down an astounding .47 runs per game between then and their veteran years, equivalent to 7½ wins a year.  In Tom’s third effort (2004, summarized in 2009), with help from Jerry Swenson, he basically replicated these results with data through 2003.  In addition, he uncovered 39 instances in which a pitcher threw at least 100 innings to the same catcher in the latter’s rookie and again in the latter’s 4th and/or 5th seasons. Twenty-two of the 39 had lower ERA’s with the “veteran” catcher, which is not much more than 50 percent, but overall the 39 had ERA’s 0.4 lower with the “veteran,” a substantial difference.  Seventy-three pitchers who had tossed at least 100 innings to the rookie catcher and to his predecessor the year before saw their ERAs rise 0.37 with the rookie, again a substantial difference.  A couple of additional tidbits: in the 1988 study described just above, Tom Hanrahan also learned that changing teams across seasons did not appear to affect staff ERA (sample size = 14 catchers), and changing leagues hurt staff ERA by only .03 earned runs (sample size = 28 catchers).  These results are inconsistent with Craig Wright’s claims mentioned above.


The only nay-sayer that I am familiar with was Keith Woolner (1999). Using data from Retrosheet and Total Sports from 1984 through 1997, Keith performed WOWY analyses with every pitcher with each catcher with whom he faced 100 or more batters (sample size = 6347 pitcher/catcher combinations).  He then calculated the overall run value for the results of those plate appearances for each of the combinations.  The distribution of these run values approximated the normal distribution fairly closely, implying either that performance differences do not exist or they do exist but occur randomly.  Further, the year-to-year correlation for catchers was a non-existent .02.  Keith than re-analyzed these latter data in several ways to see if a subtle effect hidden in the overall trend would appear; the correlations remained very close to zero.  There are obvious differences in method across their work, but I find it difficult to substantively reconcile Tom and Keith’s very distinct conclusions.


The advent of detailed game data from Retrosheet and pitch data from PITCHf/x and its successor Statcast has revolutionized the evaluation of catching, providing us with a wealth of data allowing for the previously mysterious, in particular pitch framing and blocking, to become as quantifiable as throwing. A consequence has been radically changing our beliefs about the fielding skill of specific catchers, both up and down, in ways that have apparently affected the value teams have placed on them and the resulting length of their careers. I will cover the different aspects of catcher fielding in turn.

Pitch Framing


In the chapter presenting CERA, Craig Wright described the importance of pitch framing, i.e. trying to make pitches just out of the strike zone look to the home plate umpire like a strike while making sure to get strike calls on pitches inside the zone, and Tom House gave a couple of pointers on how to do so (Wright and House, 1989).  PITCHf/x allowed for the quantification of pitch framing ability, although it took a bit of time for methods to be up to the task.  An early attempt by Dan Turkenkopf (2008) to analyze framing used John Walsh’s definition of the strike zone (the area in which at least half of pitches are called strikes).  Assuming a –.161 run value for changing a ball to a strike resulted in a variation among catchers of more 25 wins per season, which is obviously wrong.  Turkenkopf was convinced that he was doing something wrong; he was right about that.  Bill Letson (2010)’s results, a range amounting to 13 wins per season, were also excessive. In contrast, Max Marchi (2011, 2011a, 2011b) produced a umpire-calls based model distinguishing between pitcher, batter, catcher, and umpire effects on ump calls for borderline pitches, and came up with a much more reasonable figure; a good framing catcher might win one game a season. Mike Fast (2011c) used five years of data for pitches yielding 50% ump calls either way as a criterion, adjusted measures for pitcher tendencies to get calls in their favor, and also got a more reasonable range, in the order of 2½ wins. He also showed that specific catchers are consistently good and bad at framing.  In a sample size of 45 catchers who caught at least 14,000 pitches that received umpire calls, the correlation between runs saved for each pair of years are as follows:

2011 and 2010 .536

2010 and 2009 .544

2009 and 2008 .532

2011 and 2009 .424

2010 and 2008 .329

2009 and 2007 .552

2011 and 2008 .401

2010 and 2007 .427

2008 and 2007 .495


2011 and 2007 .223

Note that the degree of consistency decreased when comparing years further apart, as one would expect.  For individual examples, Jose Molina was a positive outlier, saving an amazing 35 runs per 120 games. The others ranged from Jonathon Lucroy (24 runs saved per 120 games) to Ryan Doumit (26 runs lost per 120 games), a reasonable spread of 5 games per year.  


After the analysis of pitch framing had become commonplace, Max Marchi (2013) used 1988-2012 Retrosheet data to estimate its impact, using the same four predictors of calls on pitches not swung at. His resulting model based on 2008 to 2012 correlated at .72 with his PITCHf/x-based model, implying that it is probably of value for getting approximate figures for earlier catchers.  However, it had a far smaller standard deviation, about 7.5 versus 13 for the PITCHf/x model. The latter means that less extreme, more conservative figures are produced, which is probably good given the very provisional status of specific catcher ratings.


By 2014, the methods for estimating framing effects were getting quite sophisticated. Dan Brooks and Harry Pavlidis (2014) began with the probabilities of a pitch being called a strike and corrected these figures with the customary strike zone for every count (which apparently affects ump calls; see the Umpire chapter on this), batter height, pitch type differences, batter handedness, pitcher tendency to get calls, and umpire tendency to give them. The result was a run value for every count (see the material on the count in the Situation chapter for relevant material; in their figures, the difference between strike and ball calls is .590 with a 3-2 count versus .080 with a 0-0 count). The individual findings for 2008 through 2013 reflected Fast’s; Jose Molina again the best (35.9 runs gained per 7000 pitches), Ryan Doumit (35.5 runs lost per 7000 pitches) second worst to John Hester’s (-35.7) short career. The range from best to worst is also pretty much the same as Fast’s; 5 games in a typical season. Interestingly, their ratings of catchers correlated .771 with evaluations by two professional catching coaches.


Joe Rosales and Scott Spratt (2015) both work for Baseball Info Solutions, so it is not surprising that they call their method Strike Zone Plus/Minus and that it became part of BIS’s fielding evaluation system described earlier. It corrects for pitch location, batter and pitcher handedness, the count, pitch type, pitcher command (utilizing BIS charting of the location of catcher target before the pitch, allowing the determination of pitcher success in hitting it), and which team is home versus away (there is some evidence that umps are influenced by the crowd; see the relevant material in the home field advantage discussion in the Situation chapter). Pitch location, the count, pitcher command, and batter handedness were the most critical of these possible factors. The likelihood of a strike call is then “credited” to the pitcher, catcher, batter, and umpire, allowing for the determination of each’s long-term tendency toward participating in strike versus ball calls, which was then entered into a second iteration of the model, with new figures entered into a third iteration, and on until changes for each participant are barely noticeable (Rosales and Scott claimed that it usually took about ten iterations to get stable estimates). Comparing combined 2010 and 2012 data with combined 2011 and 2013 data for players involved in at least 500 calls in each combination, pitcher tendencies correlated .46, catchers .86, batters .50, and umpires .77. This indicates that there is a real skill involved for batters, pitchers, and catchers and a real bias for umpires. In the end, they compute the best catchers at about +15 and the worse catchers at about -15, a three game difference. 


The Baseball Prospectus people now use a metric designed by Jonathan Judge, Harry Pavlidis and Dan Brooks (2015) named Called Strikes Above Average (CSAA) based on an approach that also allowed for estimating the impact of catcher, pitcher, batter, and umpire on called strikes.  The findings were basically in unison with WOWY, correlating .77 with it, and working within the usual range of +30 to -20 runs.  Interestingly, three weeks of data were sufficient to provide fairly trustworthy numbers, correlating .81 with the final tallies, which improved to .9 after two months.  An addendum to the model provided ballpark estimates for 1988 to 2007 based on Retrosheet ball/strike data, and together these methods allow for developing career trajectories, which correlated at .7 with the original model when applied to the same data.  It appears that success at framing reaches a peak about age 25, earlier than I would have guessed, stays close to that peak until age 32, and then nosedives.  Jonathan Judge (2018b) described how to place margins of error around CSAA measurements.

Based on 2011-2014 PITCHf/x data, Deshpande and Wyner (2017) proposed a series of models for estimating catcher framing effects, with the best basic model predicting 2015 umpire probabilities of calling taken pitches as strikes given pitch location and generic count, batter, pitcher, and catcher information (and, not surprisingly, uncovering fairly large distinctions among umps). Adding specific catcher data then allowed for computation of differences in probabilities for called strikes among catchers. The authors then estimated run expectancies specifically for taken pitches at each count (which differ a bit from the overall figures), and used those data to convert catcher probabilities to mean run estimates (which they called Catcher Aggregate Framing Effects, or CAFE). In the same ballpark as other analyses, they ranged from about +15 to -25, although with substantial potential errors of 5 to 8 runs both too high and too low, depending on sample size. Rerunning the basic model for other seasons resulted in fairly high correlations in consecutive seasons (.70 for 2012-2013, .71 for 2013-2014) decreasing as seasons became further apart (.56 for 2012-2014, .61 for 2013-2015, .41 for 2012-2015), indicating both consistency and decreases in that consistency (either for the better or worse) in framing abilities over time. Models augmented with specific data allow for estimates for unique pitcher/catcher/umpire combinations (they demonstrate Bumgarner/Posey with two umps with vastly different strike zones), although with a lot of uncertainty due to small sample sizes.

By 2019, there were a lot of methods for evaluating pitch framing and a lot of data for comparing methods.  Jared Cross (2019) noted correlations among four of them (those used by FanGraphs, Baseball Prospectus, StatCorner, and Sports Info Solutions) of .9 or greater between 2010 and 2018. 

As the importance of framing skills has become entrenched in our consciousness, front offices are becoming less and less willing to accept a poor framing catcher.  As a consequence, Jeff Sullivan (2017) noted that the standard deviation across teams in pitch framing runs as estimated by Baseball Prospectus dropped from about 21 in 2011 to about 12 in 2016.

Pitch Blocking


Traditionally, the responsibility for wild pitches has been assigned to the pitcher and the blame for passed balls to the catcher. But the situation here parallels that for error assignment, as the difference is in the eye of the beholder. As a consequence, analysts began summing the two, thereby attributing all of the accountability for pitch blocking to catchers, while massaging the sum to remove the pitcher’s impact. This “modern” study of pitch blocking began just about the time PITCHf/x appeared, but those data were not immediately applied to the problem. Earlier, I described Tom Tango’s WOWY method.  Using Retrosheet data beginning in 1950, Max Marchi (2010) devised an index for pitch blocking by dividing the sum of wild pitches and passed balls by the number of plate appearances with runners on base for each catcher/pitcher dyad, combining all of the data for (I assume) a league-year, and then using multilevel analysis to distinguish the impact of individual pitchers and catchers.  Finally, he assigned a run value based on .3 runs per unblocked pitch.  As would be expected, Hoyt Wilhelm and Charlie Hough ranked as the most responsible pitchers and Greg Maddux the least; the sage himself (Yogi Berra) as the best pitch blocking catcher.  Max’s measure correlated with WOWY at a high .81.


Using PITCHf/x data, Baseball Prospectus’s Harry Pavlidis and Dan Brooks (2014) studied pitch blocking, adjusting pitch location data by pitch type and pitcher tendency, with a constant run value close to Max’s (.28). The range of catcher performance they found is in the vicinity of 10 or 15 runs per year.  Since applying it to their Deserved Run Average metric the next year (see the Pitching Evaluation chapter; see also Jonathan Judge, 2015b, 2017a), BP has been using a metric they have named Errant Pitches Above Average (EPAA) for both catchers and pitchers. FanGraphs has an analogous measure called Runs Saved on Passed Pitches (RPP; Slowinski, 2012c).
Throwing

It should go without saying that stolen base rate is a poor measure of catcher throwing, partly because of the impact of the pitcher, partly because the number of attempted steals is impacted by the catcher’s throwing reputation.  Tom Tango with WOWY and Max Marchi with multilevel analysis improved a bit on earlier methods, with the former allowing for distinguishing individual catcher and pitcher impact on stolen base rates and the latter adding the third important factor, baserunners, into the mix.  The correlation between the two was far smaller (.43) than for pitch blocking.

Using 2002 to 2005 play-by-play data from Baseball Info Solutions, Matthew Carruth and Shane Jensen (2007) did a nice job of establishing the relative number of runs saved or given up by catcher throwing, taking both success rate in thwarting steal attempts and the opportunity to do so.  Unlike others’ limiting analysis to runners on first, they considered the 15 base stealing opportunities to be situations with runners on first, runner on second, runners on first and second (separately for each), and first and third (not separately for each, because an attempted steal of home by the runner on third is not the catcher’s throwing responsibility), each with 0, 1, and 2 outs.  For each situation, they did the following:

Step 1 – Calculate the number of successful and unsuccessful attempts at throwing out basestealers per opportunity for each of the 15 relevant base-out situations for each catcher during a league-season.

Step 2 – Sum these for all the catchers in the league, allowing for the computation of successes and failures above and below average for each catcher.

Step 3 – Based on an expected runs matrix table calculated by Tom Tango, calculate the impact of these discrepancies from average in terms of runs.  

Step 4 – The hard part: using a hierarchical Bayesian technique, estimate the catcher’s “real” ability based on the results from the calculations above for each year separately in the context of the variation among every catcher in the data set.  The technique was designed such that the more variation across years for a given catcher and the fewer opportunities the catcher had, the more the estimate regressed away from the calculated number and toward the mean.  The technique also allowed the computation of what are in essence (although not technically) 95 percent confidence intervals for these estimates.  Anyway, of the 133 in their data set, the catcher with the best throwing performance for those four years, by a fairly wide margin, was Brian Schneider at 6.55 runs; the worst was Mike Piazza at –4.98.  For high and low extremes, these figures seem way too low in each direction, I would guess as a consequence of regression toward the mean.

Keep in mind that these methods cannot truly calculate the impact of catchers whose reputations lead to opposing teams particularly either avoiding or going out of their way to run on.  Matthew and Shane noted that Ivan Rodriguez had a very low proportion of attempted steals, which resulted in him coming in eighth place in their “ability” estimate.  Subsequent methods have tried to take both successful against attempts and proportion of attempts into consideration.  For example, Baseball Prospectus’s Harry Pavlidis and Dan Brooks Swipe Rate Above Average (SRAA) compares success performance given attempts against averages for catchers, pitchers, and baserunners, whereas Takeoff Rate Above Average (TRAA) does it for attempts given opportunities (described in Turkenkopf, Pavlidis, and Judge, 2015).

PITCHf/x and Statcast data allow for the detailed study of all of the actions relevant to base stealing success: baserunner lead length and speed, pitcher ability to hold runners and time for pitches to reach the plate starting with the beginning of the windup, and catcher speed of release and throw (combined as “pop time,” the interval between the catcher receiving the ball and the throw getting to second) and throw accuracy.  In the Strategy chapter, I mentioned Mike Petriello’s (2017) work on catcher throwing speed.  Neil Weinberg (2016), working on the pop time problem with Statcast data, came up with an average of 1.975, with ranges of 1.867 (J. T. Realmuto) to 2.141 (Hank Conger).  Consistency among a catcher’s throws varied widely and was unrelated with the average.  Nonetheless, split half correlations of .72 for 58 catchers with at least ten timed throws and .84 for 40 catchers with at least 20 throws indicate that, not surprisingly, pop time is a true skill.  Combining it with a throwing accuracy measure would provide a more valid evaluation index than previous attempts.

“Handling Pitchers”

Back when only stolen bases against, caught stealing, and passed balls were quantified, that mysterious aspect of catching which is known as “handling pitchers” played a large role in defining catcher fielding reputations.  As more factors became measurable, there was less room for pitcher handling in evaluations.  The work on catcher experience described above could be relevant, but if catcher experience does have an impact it could be due to something now measurable, such as improvements in framing.  I am aware of one attempt specifically intended to estimate the impact of handling pitchers, Russell Carleton’s (2013ag) examination of the myth that veteran catchers can serve as mentors for young pitchers. His sample size was every team from 1989 through 2008 with pitchers 27 or younger who faced at least 250 batters during the season and did not switch teams within-season, a catcher at least 32 years old on opening day who caught at least 360 innings during the season (if two such catchers on a team, he used the older) and, combining the two, at least 12 relevant pitcher-seasons (for an adequate sample size per catcher). The study revealed some evidence that such catcher-mentors might exist (Jason Kendall improved both strikeout and walk rate for young pitchers), but the impact was tiny, the sample size was too small, it is quite possible that the findings are due to differences in pitcher skill on a given team over time (as Russell admitted), and overall there really isn’t any reason to think that this wasn’t a random finding.

Infielding


This chapter thus far has had a lot to report about infielding and outfielding, but there are still a few topics that deserve mention in this and the following section.

Measurement Reliability


Russell A. Carleton (2008b) used 2004 to 2007 data (most certainly from Retrosheet) to calculate a slew of fielding reliability figures, using the intraclass correlation (which is a combination of the correlations for each fielder in the data set year by year):

	
	Ground Balls
	Liners
	Popups

	
	Range
	Throw
	DPs
	Total
	Total
	Total

	First Base
	.509
	.163
	X
	.423
	.117
	.037

	Second base
	.224
	.405
	.385
	.543
	.036
	.123

	Shortstop
	.507
	.277
	.151
	.418
	.239
	.182

	Third Base
	.298
	.322
	x
	.510
	.193
	.050


“DPs” stands for the second throw on a double play attempt, which is irrelevant for first and third basemen.  Note that overall reliability was mediocre for infield grounders and poor for liners and popups. How much of this is inconsistency in fielder performance from year to year versus unreliability in the codes assigned by scorers is and will remain unknown.

“Back to the Basics”


John Walsh (2007b, 2007c) offered two essays with fascinating data relevant to zone evaluation methods for infielders. John went in his words “back to the basics” and presented a diagram (first on the following page) showing the number of groundballs hit in each of STATS’s 22 infield zones in 2005 and 2006, with each point about 4 degrees apart from its neighbors.  Note that righthanded batters ground almost as any batted balls toward third base (hump at about 12 degrees) and second base (hump in the mid-60s) as shortstop (hump in the 20s), whereas lefthanded batters mostly pull with only a slight increase at shortstop. This leaves relatively few grounders hit up the middle.  


The second diagram on the next page displays who fields them.  Note the overlap between third and shortstop, another between second and first, and the absence of one between shortstop and second; and following from how many grounders by righties are hit to second, second basemen only field six percent fewer grounders than shortstop.  
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One last chart (which refuses to move to this page) exhibits total infield defense plus that by the Indians in 2006, which was easily the worst in the majors.  Not surprisingly, balls are fielded where fielders are normally located, these data being from before massive shifting began.
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In the second essay, John examined whether adjustments made by zone-based evaluation systems are really needed. We have already seen that batter handedness has a big impact on groundball location, but his charts reveal that infielder positioning counteracts that effect to some extent.  Here is one showing the proportion of grounders turned into outs distinguished by batted handedness: 

Top of Form

Bottom of Form
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Note that the lines are further to the right side of the infield against lefties, and also that the proportion of balls fielded is lower at the corners for batters hitting to the opposite field.  As for pitcher handedness, John presented a chart that refused to be copied-and-pasted showing that the Diamondbacks, due to a preponderance of righthanded pitchers, faced the largest proportion of lefthanded batters (50.4%) in the majors and saw a definite bias toward balls hit to the left side of the infield.  However, the Pirates, while facing the opposite (smallest proportion of lefties, 28.7%), had very little bias toward the right side.  Overall, the adjustments here only amounted to a couple of plays a year, and so (at the pre-heavy-shifting time) may not have been worth the effort.

Pitcher Fielding (once the ball is hit, they are infielders too)


Back when discussing biases with Range Factor, I mentioned my (1986a) research finding that the proportion of innings pitched by righthanders had a small negative (–.118) correlation with first basemen assists.  I had expected a positive relationship, due to righties facing more lefty batters tending to hit grounders to the right side of the infield.  Pete Palmer suggested to me that first basemen might be playing closer to the bag when facing lefty hitters than when facing righties, which gives them a greater opportunity to make putouts on lefty hitter grounders while having to flip to the pitcher more often against righties. Dallas Adams (1987a), in a response to my research, speculated that Pete’s reasoning implies more putouts by lefty rather than righty pitchers as they have to cover the bag more often. Yet, Dallas reported that in 1980 and 1981 righthanded pitchers had relatively more putouts per inning (.067) than lefties (.047), evidence against Pete’s proposal. Interestingly, lefties had more assists per inning (.166) than righties (.146), with the difference in proportions for assists appearing to compensate exactly for the difference in proportion for putouts.  Since then, Pete (told to me via email) has uncovered supportive findings; over the history of major league baseball, lefty pitchers have had only 62 percent as many putouts as righties.  Dallas, in a letter to me dated July 5, 1987, speculated that this would make sense if batters hit relatively more ground balls against pitchers of the opposite as compared to the same handedness, given that lefty pitchers would face more righthanded batters than righty pitchers would face lefties. It follows that if Adams’s speculation is true, then lefty pitchers will get proportionally more grounders and fewer popups and liners than righty pitchers, giving them more opportunities for assists and fewer for putouts.  I would think that by now relevant data would be available on this issue, but if so I have not been able to find any.

Double Plays


Do a lot of double plays indicate a good fielding team or a pitching staff allowing a lot of baserunners?  Dan Finkle (1983) calculated a Double Play Index that (he never stated clearly) appears to be the number of double plays per game in which second basemen participated.  Questioning its value, Dick O’Brien (1984) presented a table of the league leading teams in opposition runs given up from 1969 and their ranking in double plays; I (Pavitt, 1984) calculated a correlation of .447 between the two, indicating that double plays are a fairly strong function of poor pitching.  In response, Dan (1987) calculated correlations between double plays and both bases on balls (representing baserunners allowed) and opposition runs for each league/season between 1932 and 1985. The coefficients were widely inconsistent and about as likely to be negative as positive. I would think that in the intervening decades someone would have correlated runners on first when fewer than two outs with double plays or, better yet, predicted double plays based on runners on first with fewer than two outs along with control variables such as strikeout and flyball/groundball ratios, but I have been unable to find any examples.


David Pinto (2007) computed the proportion of double plays started on groundballs with runners on first and fewer than two outs from each of the eighteen five-degree pie slices in PMR; here are the results, starting with the third base foul line:

	Pie Slice in Degrees
	Probability of DP
	Pie Slice in Degrees
	Probability of DP
	Pie Slice in Degrees
	Probability of DP

	0-5
	.096
	30-35
	.633
	60-65
	.512

	5-10
	.335
	35-40
	.535
	65-70
	.203

	10-15
	.425
	40-45
	.263
	70-75
	.068

	15-20
	.246
	45-50
	.411
	75-80
	.143

	20-25
	.265
	50-55
	.457
	80-85
	.205

	25-30
	.520
	55-60
	.597
	85-90
	.098


Starting with the corners, as would be expected, third basemen are turning more grounders into double plays than first basemen, and first basemen are making the ones they make closer to the bag (highest proportion (80⁰ – 85⁰) than do third basemen (highest proportion 10⁰ – 15⁰), probably because they are holding the runner on first.  Moving to the middle of the diamond, second basemen are turning almost fifteen percent more of their opportunities in the 5 degrees to their side of second base (45⁰ – 50⁰) than shortstops (40⁰ - 45⁰), probably meaning that second basemen are playing closer to second than are shortstops, a consequence of there being more righthanded batters than left.  And hitting behind the runner really works; the smallest proportions of DPs turned are mostly on the right side of the infield (70⁰ - 90⁰) 

Interdependence


To what extent is there interdependence between pairs of adjacent infielders, such that fielding indices for one are associated with fielding indices for the other?  This is a tricky question to answer, because one could argue that bias could occur in both directions. On the one hand, having an outstanding defender next to you could allow you to not have to worry about the hole between you and him, so you can position yourself toward the other direction. On the other hand, having an outstanding defender next to you could cause you to be lazy and ignore balls hit in that hole (“it’s his responsibility”).  Bob Davis (1991) correlated 1988 Defensive Averages across the four infield positions at the level of team rather than individual players, and noted the following:

	
	First Base
	Second Base
	Shortstop

	Second Base
	.48
	
	

	Shortstop
	.16
	.34
	

	Third Base
	.09
	.29
	.45


The correlations are all positive, and suggest that adjacent positions have a positive fielding influence on one another. But the fact that second and third are correlated almost as highly as second and short, and that first correlates a bit with short and third, suggests that there is bias in these data. And it turns out that there was. Russell Carleton (2013q), using 1993-1999 Project Scoresheet data on Retrosheet, assigned responsibility to infielders for balls hit to them and the adjacent holes (for example, shortstop territory was 6, 46, and 56) while controlling for BAB for pitcher, batter, and balls hit in each zone.  Those controls were probably crucial, as, in general, there was a negative impact of good infielders on those adjacent.  The strength of the effect was a drop of 1 percent for one, equivalent to 10 BABIP points, in what I presume could be taken as Defensive Average for every 5 percent improvement on the part of the other.  

Outfielding

Measurement Reliability


The following reliability figures for outfielding are also from Russell Carleton’s (2008b) study described in the previous Infielding section.  I assume that “cut” means cutting off balls that are hits.  They are all fairly low, and have the same ambiguity concerning the extent to which this is due to year-to-year inconsistency in player performance or data coding problems.

	
	Fly Balls
	Grounders
	Line Drives
	Throwing

	
	Range
	Cut
	Cut
	Range
	Cut
	OPA
	XBP

	Left Field
	.445
	.149
	.319
	.162
	.187
	.226
	.028

	Center Field
	.254
	.130
	.303
	.179
	.158
	.036
	.314

	Right Field
	.262
	.133
	.284
	.046
	.005
	.257
	.291


Throwing


As bad as the number of errors is as a measure of fielding ability, it is probably no worse than the use of the number of assists as an indicator of outfielder throwing ability. Consistently, outfielders who have strong-armed reputations have noticeably fewer assists (example – Dave Winfield, 3 in 1984) than outfielders described as noodle-armed (example – Omar Moreno, 9 the same year). Back in 1985, Craig Christmann used Project Scoresheet data for Yankee games to study the proportion of singles hit with a runner on first in which the runner advanced to third, providing evidence that Winfield’s strong-armed reputation resulted in a lower proportion (.40) than other Yankee right fielders (.53) whereas Moreno’s noodle-armed status resulted in not only a higher proportion (.44) than not only other Yankee center fielders (.38) but also Yankee right fielders despite center being closer than right to third. Craig concluded that if both played 162 games, Winfield’s reputation would have saved the team about two runs compared with the other RFs whereas Moreno would have cost two and a half runs versus the other CFs on the team.


A number of people have examined outfield throwing by using play-by-play data to compute the proportion of baserunners who advanced an extra base on a hit to a given outfielder along with the proportion of baserunners who were thrown out.  For example, according to John Walsh (2007a), on singles to right field, during 2000 runners on first base stopped at second 56% of the time, advanced to third 42% of the time, and were thrown out on the basepaths 2% of the time.  Calculating the proportions for each outfielder allows the analyst to compare outfielder arms to one another.  In addition, comparing run expectancies for before and after the play, these percentages can be turned into runs saved when a baserunner is thrown out or runs given up when baserunners take the extra base.  Most likely the first such method was Clem Comly’s (2000) Average Run Equivalent Method (ARM), based on Retrosheet 1959 to 1987 data. Clem limited his analysis to singles with runners on first and/or second, whereas Walsh also included doubles with a runner on first and flyouts with fewer than two outs either with a runner on third or with a runner on second and third base open; he may have neglected singles with runners on first and second.  The best annual figures in Clem’s data were about 10 runs saved and the worst about 7 runs lost.  Walsh’s numbers revealed that Roberto Clemente really was the best right field thrower during his era, saving an estimated 67.1 runs during his career.  Bernie Williams, in contrast, gave up an estimated 44.3 runs during his. 


Carruth and Jensen (2007) analyzed outfielder throwing analogously to their work on catchers (described in the Catcher section above), but the computations were more involved.  They categorized throwing opportunity according to the outfield zone in which the ball was fielded and whether or not it was a hit or out, along with number and position of base runners and outs.  For 2002 to 2005, Jim Edmonds and Jacque Jones basically tied for the best at 8.72 and 8.66; easily the worst was Emil Brown at -16.78.  As with catchers, their method is not informative concerning the impact of outfielders with arm reputations such that opposing teams either avoid or go out of their way to run on.  Also, despite their excellent review of previous work, they were apparently unaware of Clem Comly’s ARM, which is conceptually the same if simpler than theirs.


Errors

Kalist and Spurr (2006) examined a number of interesting questions about error rates.  First, based on aggregate data beginning in 1886 for the National League and 1901 for the American League and ending in 2004, they noted that error rates have consistently decreased decade-by-decade (See Dallas Adams, 1982d, page 107, for a figure demonstrating the increase in fielding average over the years), are higher for first-year expansion teams, and are higher in the National League for no obvious reason (possible explanations for which they found no supportive evidence were the impact of the designated hitter keeping poor fielders off the field in the American League and greater overall speed in the National League as measured by stolen bases per game).  Second, using Retrosheet data from 1969 through 2005, they replicated the findings just mentioned and also discovered that errors tend to be higher in April than in later months, in day games rather than night (more variable lighting conditions?), in grass rather than artificial turf (more variation in playing surface?), and against faster opposition, again measured by steals per game.  Finally, there was a consistent bias in favor of the home team, but it decreased substantially over the period, possibly due to the replacement of active sportswriters as official scorers with others perhaps having incentive to ingratiate themselves with home-team players.

The Elias people (Siwoff et al., 1993, page 39), using their 1992 data to, as usual, try to protect the statistical status quo, claimed that the occurrence of errors seemed to have a more drastic impact on run production and won-loss record than one would think would occur from just an additional baserunner. They found that teams making no errors in 1982 had a winning average of .582 and gave up an average of 3.64 runs per game, teams making one error had an average of .456 and gave up 4.68 runs per game, three errors had an average of.385 and gave up 5.33 runs per game, and four errors had an average of .256 and gave up 6.21 runs per game.  Extrapolating from these runs per game data, they concluded that an error was worth .85 runs in the American League and .78 runs in the National League.  I am not, however, convinced by these data, as they did not demonstrate that errors lead to more run scoring than other ways to get on base.  There is plenty of counterevidence to their claim, revealing that every way of getting on base has an equivalent impact on runs with the exception of intentional walks (which are lower because they occur so often in front of the pitcher’s at bat); see The Inning and The Game chapter for discussion.  To be fair, their basic argument was specifically about errors on stolen base attempts, but they did not distinguish errors made on these attempts from errors made on batted balls.

Gold Glove Prediction Models


To begin, it is worthy of note that beginning in 2013, the SABR Defensive Index (SDI) has accounted for the equivalent of 30 out of the approximately 120 votes involved in selecting Gold and Platinum Glove award winners, with the others from MLB managers and coaches.  It is a weighted average based on DRS, UZR, RED, DRA, and TotalZone. Even beyond being one-fourth of the selection criteria, the introduction of the SDI appears to have influenced the voters responsible for the other three-quarters. Neil Paine and Carl Bialik (2015) compared what I believe is the average DRS for the highest rated fielders at each position in each league for 1957 (the first year with separate Gold Gloves awarded in each league) with the corresponding Gold Glove winners. The Glove Glovers were generally good fielders, varying between +5 and +12 runs above average in a given year, but the DRS-based “All-Defense” team (the authors’ title) was often a substantial 10 or more runs better than the Gold Glovers. In the most extreme year, 2005, the gap was 14 runs, and featured Derek Jeter winning the GG despite having one of the statistically worst fielding seasons in the history of the shortstop position according to DRS.  Immediately after the addition of the SDI to the process, that gap shrunk to about 5 runs, due both to the direct impact of that addition but probably also to the indirect effect of the SDI figures influencing the voters.


Zillante (2005) developed models for catcher and the four infield positions to account for Gold Glove voting, using 1957-1999 data from Baseball Reference. In contrast with speculation, when offense, defense, and reputational, i.e. past Gold Glove winning, factors were all included, the first of these generally had no impact, and when they did, had a negative relationship as often as a positive. The most consistent predictor was reputation; having won previously, along with being an All Star for catcher, second base, and shortstop.  Number of assists was a predictor for all but first base and, surprisingly, shortstop; putouts for all (including catcher) but third base, and fielding average or (negatively) errors for all.  Zillardo’s work mixes voting by sportswriters (1957), players (1958 to 1964), and managers and coaches (1965 to 1999), ignoring the possibility that differences in emphasis might exist among these groups. Reynolds, Day, and Paculdo (2005) also modeled Gold Glove voting, specifically 1965 through 2004, so that only manager/coach judgment criteria (whether conscious or not) was under the statistical microscope. All positions were included, including pitchers, and with outfielders combined as one group (as they were in early years). As a whole, their results mirrored Zillante’s, with reputation the best predictor; specifically, having won the Gold Glove in the past, plus number of past wins in the case of four positions, along with All Star teams, post season appearances for catchers, and wins and strikeouts for pitchers. Interestingly, the impact of number of past Gold Gloves was counteracted by winners less likely to win as they aged, with the barrier over 23 years old for third base, over 27 for outfield, over 28 for second base, and over 31 for first base; the number of shortstop awards increased up to age 28 but leveled off afterward. Fielding average was a predictor for all but pitcher, with some combination of assists, putouts, and total chances also included for all but second base. In this case, offensive measures appeared on occasion. Reynolds et al.’s model’s prediction success percentage for winners was in the 60’s, and better for first base (72.6%) and third base (81.1%, perhaps a Brooks Robinson effect?).


Note that these two efforts reached opposing conclusions concerning the impact of offense on Gold Gloves.  It is a fact that, at least in the past, Gold Glove winners have tended to be better than average hitters. Bill James (2009, pages 83-89) divided regular position players between 1957 and 2008 into ten equal-sized groups based on OPS. The median “score” of these groups is 5.5 (the number halfway between 1 and 10); the average for Gold Glove winners was 7.09, with a maximum of 8.19 (1967 and 1984) and a minimum of 6.06 (1962).  However, this does not necessarily mean that offense directly impacted on Gold Glove voting; it could a case of correlation not meaning causation.

Team Evaluation

Defensive Efficiency Record


As noted above, the evaluation of a player’s fielding based on average of batted balls fielded has been difficult.  Doing so for a team, however, is much easier, as the analyst does not have to worry about dividing up the field into different positional territories.  Bill James’s Defensive Efficiency Record (DER) first appeared in his 1978 Baseball Abstract and was described again in the 1982 version.  Conceptually, the goal is to divide the number of batted balls turned into outs by the total number of batted balls in play, i.e. home runs excluded.  With play-by-play data, coming up with the necessary figures is straightforward. Before such data were available, it was not.  Bill’s method for computing (1983 Baseball Abstract, page 235) called for making two estimates of the number of batted balls turned into outs.  The first concentrated on the defense, subtracting outs not on batted balls from total putouts: 

Putouts – Strikeouts – Double Plays – Catcher and Outfielder Assists

The second focused on the offense, subtracting the ways in which batters don’t make outs on batted balls from their total plate appearances:

Total Opposition Plate Appearances – Pitcher Strikeouts – Opposition Batter Hits – Opposition Batter Walks - Opposition Batter Hit by Pitches – (5/6 X Errors)

The average of the two estimates is then divided by plays made plus plays not made, the latter of which is:

Plays Made + Hits – Home Runs + (5/6 X Errors)

In 2019, according to Baseball Reference, DER’s ranged from .717 to .666 with both a mean and median of .688.  In contrast, fielding averages ranged from .989 to .978, with a mean and median of .984.  Therefore, DER varies among teams almost five times as much as fielding average, making it a far more useful measure of team fielding. 


Interestingly, there was a .52 correlation between the two, which could either be an indication that surehandedness and range are related, or that both measures are biased by team differences in the difficulty of making plays on opponent batted balls.  The latter is almost certainly the case. As long ago as 1984, John Thorn and Pete Palmer claimed that it misses differences among pitching staffs in the tendency to give up hard-hit balls in play. Dave Studeman (2007) made the point that different types of batted balls result in drastically different fielding rates; in 2006, an average of 99% on infield flies, 89% on outfield flies, 79% on bunts, 74% on ground balls, 46% on fliners, and 25% on line drives. Pitching staffs differ noticeably in the number of each type they give up.  Dave gave two such examples: in 2006, opposition infield flies ranged among teams from 213 to 142 and liners from 699 to 564. It follows that an average DER is misleading in the sense that some teams have a more challenging job to perform (i.e., more liners, less popups) than others and so cannot be expected to have as good a DER.  
In addition, James Click (2003) offered the idea that Defensive Efficiency Record should be corrected for ballpark effects, such as distance to the outfield fence and in-play foul ball territory, which he did using a variant of Pete Palmer’s method. The result was Park-Adjusted Defensive Efficiency (PADE), a ratio of defensive efficiency figures at home versus on the road. It ranged between about plus and minus two.  PADE was, not surprisingly, highly correlated with regular park factor scores.


Dave Studeman (2007) also noted a correlation between DER and Plus/Minus of only about .55 in 2007 but a much better .7 in 2006.  

Other Measures


Dave Studeman (2006b) Dave developed a simple Team Plus/Minus measure, which goes as follows for a given team:

1 – Compute the number of opposition batted ground balls.

2 – Multiply the result of Step 1 by that season’s average number of outs on ground balls (as shown just above, .74 in 2006), giving you an expected number of outs on ground balls for the relevant team.

3 – Do the same for fly balls, line drives, fliners, popups, and bunts, excepting home runs.

4 – Add up the results for steps 3 and 4, giving you the number of outs on batted balls above or below the expected figure.


Bob Davis (1991a) proposed an index that he called Team Defense Rating (TDR) that is computed as follows:

1 – Compute the number of outs for which the fielders are responsible by

At Bats – Hits Allowed – Strikeouts + Double Plays + Caught Stealing

2 – Compute the number of fielding opportunities by

At Bats – Strikeouts – Home Runs

3 – Finish the computation

27 X (The result of Step 2 divided by the result of Step 1)

What this gives you is the number of batters that a pitcher would require to get 27 outs without any walks or strikeouts.  As it involves dividing fielding opportunities by plays successfully made, the better the fielding, the lower the TDR. For 1989 National League teams, the index ranged from 35.77 (Giants) to 36.92 (Braves). That is a much tighter range than one would want, but even so it correlated at .352 with team’s pitchers’ road ERA, providing some support for its value.  (Road ERA is not an ideal measure; in an email to me, Cliff Blau noted that it is subject to ballpark effects.) 


Jeremy Schaap (1986) thought that one could evaluate team fielding by subtracting a team’s earned run average from its run average, which gives you the number of runs per game that are unearned; he called it Defensive Differential.  The best were in the high .3’s, the median about .45, bad ones in the high .5’s, and one outlier (Indians) at .65.  Given that errors are a poor indicator of team fielding, this method is not helpful.


Vince Gennaro (2010) made the important point that for a good fielding team as opposed to a bad one, the more often batted balls become outs, the further into a game a starting pitcher should be able to go on the same number of pitches, in turn leading to less bullpen usage, and in particular less need for managers to have to resort to the weakest relievers on the team.  He tried to estimate this “secondary” impact of fielding on pitching, but unfortunately his work has several problems that make his specific findings problematic.  His measure of fielding was “the impact of defensive plays on outs, since the hypothesis is predicated on converting batted balls into outs” (page 102).  This is awfully unclear, but I imagine that he used something like DER, which would be a sensible choice. For 2004 to 2008, he first made a comparison between the top and bottom quartile of teams (which could be either seven or eight teams, he did not state which) in terms of average starting pitcher innings pitched (he did not define whether that meant the starter in every game or some subset of starters such as the five starters with the most).  The figures he showed were 6.0 innings pitched for the top quartile and 5.5 innings for the bottom quartile, resulting in 970 versus 890 total starter innings pitched respectively (note these exact numbers; I will explain below why I do not trust them).  The implication he wants us to make is that fielding accounts for the difference, but there are alternative if less likely possibilities, such as a difference in average pitches per batter among teams.  If he had included a measure of average pitches made by starters for the two relevant quartiles, data that were readily available at the time of the study from Retrosheet, we would know; his thesis implies that the numbers should be the same.  


In addition, the “top four relievers” for each team in the quartiles as measured by FIP (a good measure for this study, but “top four relievers” was undefined; there had better have been some game appearance criterion or the four might have included a very effective September call-up) threw 275 innings for the best fielding quartile and 240 for the worst.  Vince did not discuss this 35 inning difference, but as it was almost the same proportionally as the analogous 80 (890 versus 970) inning difference for starters, it is likely due to the same secondary fielding impact.  I can think of a less likely alternative explanation; poor fielding teams may have worse run deficits in games in which they are behind, leading their managers to be more likely to save their best relievers for closer games.   The same comparison as before, average pitches thrown by the top four relievers for the top and bottom quartile, would have help settle this issue; again you want them to be about the same.

In any case, the result was 195 innings thrown by “other relievers” (was this every other reliever used, or was there a game appearance criterion?) for the top quartile versus 310 for the bottom.  Note that every single figure he reported in the paper ended with either a 0 or a 5.  I don’t believe these figures for a second, they must be some kind of approximation.  In any case, the intent behind this study is laudatory but the findings are too ambiguous to be trusted; it needs to be repeated with better method and better reporting of both sampling and resulting data.
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